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Abstract

Themajority of thetraf ¢ (bytes) owing overtheInter-
nettodayhavebeenattributedto the TransmissiorControl
Protocol (TCP). This strong presenceof TCP hasrecently
spurred further investigationsinto its conggstion control
medanismand its effect on the performanceof short and
long data transfes. In this paper we investigatethe in-
teractionamongshortand long TCP ows, and how TCP
servicecan be improved by employinga low-costservice-
differentiation scheme Through contmwl-theoetic argu-
mentsand extensivesimulations, we show the utility of
isolating TCP ows into two classesbasedon their life-
time/size namelyone classof short ows and anotherof
long ows. With sudh class-basedsolation, short and
long TCP ows have sepaate servicequeuesat routers.
This protectsead classof ows from the other as they
possesdlifferent characteristics,suc as burstinessof ar-
rivals/departues and congestion/sendingvindow dynam-
ics. We showthebene tsofisolation,in termsof betterpre-
dictability and fairness,over traditional shared queueing
systemsvith bothtail-dropandRandom-Early-Dop (RED)
padcet droppingpolicies.

1 Intr oduction

In orderto improve Internetservices,enhancements
the Internets basic best-efort architecturehave beenre-
cently proposedmostnotably the IntservandDiffserv ar-
chitectures. In the Intserv architecture[31], routersare
stateful, i.e. they maintain state information about each
communicationo w of paclets. Thus, per ow delivery
guaranteegan be provided at the expenseof compleity
at routers. The Diffserv architecturd4, 10, 34], however,
requiresonly accesgborder)routersat the edgeof the net-
work to maintainper o w information,whereagoutersin
the core of the network are kept essentiallystateless. In
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this paper we concernourseheswith Diffserv-like archi-
tecturesandhow they canbestmanagelCP o ws , which
constitutethe majority of the trafc volume (80-90%)on
thelnternettoday[35].

Recentmeasurementsf Internettrafc [29] shav that
the length (in termsof both lifetime and transfersize) of
TCP o ws follows a heavy-tailed distribution, i.e. only a
smallpercentagée.g.lessthan20%)of o wsarelong-lived
(e.g.morethan20 paclets),but they carryalarge percent-
age(e.g.85%) of thetotal trafc (in bytes). This calls for
a carefuldesignof the network sothatthesefew long-lived
TCP ows are managedwell. Furthermore mary recent
proposals(e.g.[10, 15]) have attemptedto provide long-
lived TCP o ws with predictive (or controlled-load)ser
vice, wherea TCP o w is statisticallyallocateda certain
rate/bandwidth.In theseproposalsijt hasbeenshavn that
aTCP ow hasto operaten a predictablemode,otherwise
it maynotbeableto take advantageof its resenation. This
predictabilityis hardto achieve in the presencef themary
short-lived TCP o ws, which have a morebursty ow ar
rival/departureprocesg 14, 35] and more drasticsending
window dynamics.

In this paper we amue for an architecturethat iso-
latesshort-lvedandlong-lived TCP o wsinto two classes.
This can be implemented for example, by using a class-
basedqueueing(CBQ) scheme[17], or by routing these
two classe®f o wson (logically) separateommunication
paths[34]. SeeFigurel for anillustrationof isolationcon-
trol. Edgerouterswill be responsibldor classifying o ws
and marking paclets as belongingto long-lived or short-
lived ow. Oncea ow is classiedinto along ow (e.g.
after a certainnumberof paclets from that ow are ob-
sened), edgerouterswill be ableto directthe recognized
ow to a new path, for example, by establishinga label-
switchedpathusingMPLS [6, 2, 34].

We shav using control-theoreticagumentsand exten-
sive simulationsthe utility of such class-basedsolation

We usethe terms” o w” and“connection”interchangeablyhrough-
outthe paper A ow canbe generallyde ned asa sequencef paclets
which sharesomecommonproperties.In this paper we de ne a ow as
paclet sequencédetweenthe samesourcehost/netverk and destination
host/netverk pair.



Figure 1. Edgeroutersperformisolationcontrol

scheme.We shov that fairnessand predictability are im-
proved for both shortandlong TCP ows. Furthermore,
by allocatingmore bandwidthto the classof short o ws,
which are usually interactve and delay-sensitie, we can
signi cantly reducetheir responsdime. Our work differs
from previouswork (reviewedin Sectionb) in thatwe study
the bene ts of class-basedsolationto not only long TCP
transfers, but alsoto shortTCP transferswhich constitute
alargepercentagef TCP o wsonthelnternettoday

The restof the paperis organizedasfollows. Section2
usescontrol-theoreti@agumentysimilarto [21, 30]) to es-
tablishthe bene ts of isolation (or individual) control over
traditionalaggreyatecontrol,where o ws of differentchar
acteristics(e.g. size) are mixed togethernto sharethe same
resourcege.g.buffer, transmissiorcapacity).Section3 de-
scribesour simulationmodel and experiments. Section4
supportsour claimsby extensie simulationsof TCP-reno
o ws. Section5 discusseselatedwork, andSection6 con-
cludesthe paper Due to spacelimitations, we refer the
readerto [23, 22] for the derivation of stability conditions
in Section2, andfor moresimulationresults.

2 Aggregateversusindividual Control

In this section,we formulatetwo discrete-timecontrol
models.In the rst model(Section2.1),each o w controls
its inputtrafc ratebasedon the aggregatestateof the net-
workduetoall o ws.Inthesecondnodel(Section2.2),
each o w (or classof homogeneous ws) controlsits rate
basedon its own individual statewithin the network. Here
we do not model TCP o ws whosecontrolgenerallyleads
to oscillatorybehaior [8], ratherwe assumePID control
for which a stablesolution exists undercertainconditions
[27, 30, 21]. The motivation behindthis assumptioris to
keepthe modelssimplewhile still gaininginsightsinto the
fundamentabifferenceshetweenaggreyate andindividual
controls,and how thesedifferencescan affect the perfor
manceof TCP o ws of differentsize.

In theaggreatecontrolmodel,thenumberof new pack-
etsthata ow sendsinto the network attime step , de-
notedby , is adaptechasedon the differencebetweena
targettotal buffer spacedenotedby , andthe currentto-
tal numberof outstandingpaclets,denotedby . In the

Many TCP studiesassumen nite transfers.
PID controlis a controllerwherethe controlsignalis a linearcombi-
nationof theerror, its integral, andderiative [27].

individual controlmodel, is adaptechasedon ow (or
class) 'stamet, denotedby , andits currentnumberof
outstandingpaclets,denotedby . We denoteby  the
total numberof pacletsacknavledgedat time step , and
by thenumberof owi/class pacletsacknavliedgedat
step . In whatfollows, for eachcontrolmodel,we deter
mineconditionsunderwhichthesystenstabilizes We then
solvefor thevaluesof the statevariablesatequilibrium,and
shav whetherfairnesqor aform of weightedresourceshar
ing) canbeachieved. Tablel listsall systemvariablesalong
with theirmeanings.

Table 1. Table de ning system variables

[ Variable | Meaning

total numberof o ws (or classe®f homogeneou® ws)
numberof new pacletsof o wi/class atstep
numberof outstandingacletsof ow/class atstep
numberof ow/class packetsacknavledged
(i.e.nolongeroutstandingpt step

total numberof outstandingpacletsat step

total numberof pacletsacknavledged(sened)at step
targettotal buffer space

targetbuffer spaceallocatedto o wi/class

, parametersontrollingincreaseanddecreaseatesof

2.1 AggregateControl or Sharing

UnderaggreatePID control,theevolution of thesystem
stateis describedy thefollowing differenceequations:

)

For simplicity, assumea constantacknavledgment(ser
vice) rate,i.e. forall . Let and bethemaxi-
mumof and |, respectiely. Then,it canbe shovn that
this systemis stableif the following conditionis satis ed
[23]:

— ()

Otherwise the systemdoesnot corverge to a stablestate.
This indicatesthat the existenceof o ws which rapidly
changeheir sendingratesthroughhigh valuesof ~ and/or
cancausethe systemto becomeunstable.This suggests
thatshortTCP o ws,whichaggressiely changeheirsend-
ing windows in slow start phase,may affect the stability
of long TCP o ws, which changetheir sendingwindows
cautiouslyin congestioravoidancemode,in a systemthat
mixesbothkindsof TCP o ws. Furthermorein suchasys-
tem,thevalueof maybehighsoasto causenstability.



We now derivethevaluesof thestatevariablesatequilib-
rium giventhatthe systemis stable.e. the systensatis es
equation(2). Denoteby and thesteady-statgalues
of and , respectiely. Then,at equilibrium,we have
from equationg1):

®3)

Thus, at equilibrium, and . In
otherwords,the systemcorvergesto a statewherethetotal
inputratematcheghetotal servicerate,andthetotal buffer
spacss full.

We notethat if and for all , then
changeshy the sameamountsfor every ow Conse-
quently if we startthe evolution of the systemwith  be-
ing the samefor all o ws, only thenwe have equalsharing
of thenetwork atsteady-state,e. —, regardlesof
theinitial valuesof . However, in generalwhen  are
not equalfor all o ws, the systemcorvergesto an unfair
statejmorepreciselyto a statewhere

4

Tosummarizegontrollingseveral o wshy observinghe
resultingaggrejatestateof thenetwork mayleadto instabil-
ity dueto eithertheexistenceof o wswhicharerapidly ad-
justingtheir sendingrates,or a high numberof o wscom-
petingfor the sameshaled resource.Furthermoregvenif
the systemis stable the systemis highly likely to corverge
to anunfair statewhere o ws receve unequakharesf the
resource.

2.2 Individual Control or Isolation

Underindividual PID control, the evolution of the sys-
temstateis describedy thefollowing differenceequations:

®)

Recallthat underindividual control, o w/class regu-
latesits input, , basedonits ownnumberof outstanding
andacknavledgedpaclets. For simplicity, assumea con-
stantacknavledgment(service)rate,i.e. for all
Following the samestability analysisto derive equation(2)
[23], it is easyto seethat o w/class stabilizesif the fol-
lowing conditionis satis ed:

(6)

We set in equation(2).

Obsenre that, unlike aggreyate control, o ws/classesare
isolated from each other Therefore, the existence of
o ws/classes,which rapidly changetheir sendingrates
throughhighvaluesof  and/or (e.g.shortTCP o ws),
doesnot affect the stability of other o ws (e.g.long TCP
o ws). Thisisolationcanbe implementedising,for exam-
ple, a class-basedueueing[CBQ) discipline[17]. In such
a CBQ systemgachclassof homogeneou® ws canbeal-
locatedits own buffer spaceandservicecapacity

We now derive the values of the state variables of
ow/class at equilibrium given that it stabilizes, i.e.

ow/class satis es equation(6). Denoteby and

the steady-statevalues of and , respectiely.
Then,atequilibrium,we have from equationg5):

(7)

Thus,atequilibrium, and . In other

words, each o w/class convergesto a statewhereits in-
put ratematchests allocatedservicerate,andits allocated
buffer spacds full. We notethatif theallocatedouffers
andservicecapacities areequalthenevery o w receves
anequalshareof theresourcessegardlessof theinitial val-
uesof and . Onecanalsoachiere aweightedresource
sharingby assigningdifferent and allocations.Thus,
a o w/classwith higherpriority (e.g.shortinteractve TCP
0 ws) canbeallocatedmoreresourcessoasto receie bet-
terthroughput/delagervice.

To summarizecontrollingeach o w (or classof homo-
geneouso ws) by observingts own individual statewithin
the network providesisolationbetweerthem. Thus, stabil-
ity canbe achieved for a o w/classregardlessof the be-
havior andnumberof other o ws/classesFurthermorethe
systemcancorverge to a fair statewhere o ws/classese-
ceive aweightedshareof theresources.

3 Simulation Model and Experiments

As pointedoutin Sectionl, recentmeasurementsf In-
ternettrafc [29] shav thatthelength(in termsof bothlife-
time andtransfersize)of TCP o ws follows a heary-tailed
distribution, wherefew long-lived TCP o ws carry mostof
the bytes. Short o ws behae very differently comparedo
long ows. First, somemeasuremergtudies[14, 35] sug-
gestthat short-lved o ws arrive to the network in a more
bursty fashionthanlong-lived o ws. In addition,for TCP
traf ¢, which contritutesmostof the Internettrafc today
long-lived o ws, which typically acquireenoughknowl-
edgeaboutthe congestiorstateof the network, spendmost
of their time in congestionavoidancephase while short-
lived o ws mainly transmitin slowstartphasg7]. In other
words,short o wsgenerally nish theirtransmissiorbefore
they canadaptto their fair shareof the bandwidth. Gener
ally speakingthe TCP congestiorwindow changesmore



drasticallyduring slow startthanduring congestioravoid-
ance. However, becauseshort TCP o ws generallyattain
smallerwindow sizes,they generatesmallerpaclet bursts
(albeitmorevariablein size)thanlong TCP o ws.

Thesedifferencesn the behaior of shortandlong TCP
0 wssuggesthatit maybebene cialto treatnetwork o ws
differently basedon their size. More precisely isolating
short o ws from long onespromisesto reducethe volatil-
ity (seenby long o ws) of the stateof congestionin the
network createdoy the burstierarrivals of shortTCP o ws
and their more drasticwindow dynamics(i.e. variationin
paclet burstsizes).Thus,thefew well-behaing (moresta-
ble) long-lived TCP o ws, which are carryingmostof the
bytes,canbe protectedandprovidedbetterservice.

Furthermore,with isolation, short TCP o ws are also
protectedfrom long TCP o ws, which generally attain
largerwindow sizes(or generatedarger paclet bursts).This
reducesthe chanceghat short TCP o ws are completely
shutoff by long o ws, whichwould increaseheirresponse
time. Thisis clearlyundesirabldor shortinteractve/delay-
sensitve ows. This undesirablesituation has beenob-
sened when both sharedtail-drop queuesand Random-
Early-Drop (RED) queuesare deployed [16, 5], where
sourcesgeneratingsmaller paclet bursts (i.e. short o ws
with smallerwindow sizes)arepenalized.

Our objective is to investicate the effect of isolating
(or splitting) a setof shortandlong o ws into two (size-
homogeneousglassesnamelyshort classandlong class,
in theabsencandpresencef backgroundrafc. Wethen
measurevarious performancemetrics, including fairness
within eachclass. We obtain our simulationresultsusing
the UCB/LBNL/VINT Network Simulator—ns (version2)
[36]. All simulationsarefor the TCP-renoversion[32, 33].
Simulationswith TCP-tahoesupportthe sameconclusions.
In our experiments,we considerlinks with FIFO queues
employing eithertail-drop or RED paclet droppingpolicy.
Unlessotherwisespeci ed, paclet queuesare assumedo
deploy atail-droppolicy.

3.1 Flow AssignmentPolicies

We comparethree trafc  managementschemesem-
ployed at an edgerouterdistributing o ws over two paral-
lel paths(cf. Figurel): (1) aload-balancedstrategy where
incoming o ws arerandomlydistributedwith equalproba-
bility overthetwo paths;(2) a size-basedplitting strategy
whereshort o ws, whosetransfervolumein bytesis belov
acertainsizethresholdareroutedon onepath(Path1) and
long o ws on the other (Path 2); and (3) a lifetime-based
splitting strategy whereeach o w is rst routedon Path1,
thenif the ow is still active after sometime thresholdor
a certainnumberof paclets (e.g. 30 pacletsare obsened
from that o w), that o w is consideredong andis routed
onPath2.

Whena splitting (isolation) policy is used,unlessother
wise speci ed, a size-basedplitting stratey is used.Note

thatsize-basedplitting assumeshat TCP o ws areclassi-
ed basedon the exact size of the transfer ratherthan by

classifyinga o w aslong-lived after observingit for some
time or for a certainnumberof paclets. The latter mech-
anism,usedin lifetime-basedsplitting, would likely bethe
one usedin practice[29]. However, it is not straightfor

wardto quantify the effect of are-routedlong o w onthe
ongoinggroupof long ows. Thus,in this paper we also
usesize-basedplitting to excludetheseeffectsand exam-
ine isolationif we indeedhave a “clean” split amongshort
andlong o ws.

3.2 PerformanceMeasures

We considethefollowing performanceneasures{l) ef-
fective throughput (or goodput) to measurethe rate
of successfullytransmitted(i.e. acknavledged) paclets;
and (2) fairness within each class (i.e. among size-
homogeneouso ws). To measurefairness,we use Chiu
andJain's fairnessindex [8], which is de ned asfollows:
if thereare  connectionccompetingfor a bottleneckre-
sourceandthegoodputachiezedby connection is  , then
thefairnessndex s givenby:

Thecloserthevalueof isto 1, the morefair theresource
allocationis (i.e.thevaluesof 'sarecloserto eachother).

Throughoutsimulationlifetime, we measurethe goodput
andfairnessndex over 20-secondntervals, andeitherplot

theseinstantaneousaluesasa function of time, or plot the

averagevalue.

4 Simulation Results

Simulationresultsin Sections4.2 and4.3 compareiso-
lation andsharingfor varyingnetwork pipeandbuffer sizes
in the presenceof telnetbackgroundtrafc. Section4.4
presentperformanceesultswith webbackgroundraf c.

4.1 General Observations

Beforepresentinghedetailsof our simulationexperiments,
we summarizeour obsenations:

Isolating short o ws from long onescan reducethe
load variationon the routetaken by long o ws. This
is becauséong o wsarethenprotectedrom themore
burstyarrivals/departuresf short o ws andtheirmore
drasticsendingwindow dynamics.Thusisolationcan
improve the predictability of the serviceprovided to
long o wsaswell asfairnessamongthem.

Class-basetbolationof shortandlong TCP o wsalso
protectsshort o ws from being completely shut off



by long TCP o ws, which generallygeneratdarger

paclet bursts due to their larger sendingwindows.

Thusisolation can also improve the predictability of

the serviceprovidedto short o ws aswell asfairness
amongthem.

Class-basedsolation provides short TCP o ws with
much better fairness and responsetime than that
provided in a sharedRED queueingsystem, since
REDusuallypenalizeso wsgeneratingmallerpaclet
bursts.

Class-basetsolationcanimprove servicepredictabil-
ity andfairnesswithout sacri cing the overall good-
put and utilization of the network. This is especially
true when network resourcesare relatively scarce—
generallywhen the shareof eachconnectionis less
than10 pacletsperround-triptime.

Class-basedkolation canallow a serviceprovider to
more accuratelypredict performanceand thus pro-
vide reliable guaranteeso users,including through-
put/delayguaranteeto shortinteractve transfers.

4.2 Effect of Pipe Size

Figure 2 shows the topology usedfor this setof exper
iments. Thelink betweennodes and is the bottleneck
link. Eachpairof sender andrecever setsup ases-
sionin which in nite amountof datais sent,however, the
sessiordatais spreadover several connections Eachcon-
nectionhasalimited sizeandclassi ed aseitherlongif its
sizeis 1000pacletsor shortif its sizeis 10 paclets. Each
sessiorstartsat a randomlychosertime in the rst 5 sec-
ondsof simulationtime. Wheneer a connection nishes
its transmissiona new connectionbelongingto the same
sessiorstarts. A total of six low-bandwidthtelnetsessions
(usingtcplib in ns[36]) are usedasbackgroundrafc to
avoid deterministic(or synchronizationpehaior. All the
topology and protocolrelatedparametersare listed in Ta-

ble 2.
access links
S / \ Ry
S \ R,
< o
S \ Rn

bottleneck link

Figure 2. Topologyto study effects of pipe and buffer
size

Weuse and asscalingfactorsto controlthesizeof
the network pipe. Fromthe simulationparametersye can

Table 2. Simulation parameter s for studying
effects of pipe and buffer size

Description Value
Pacletsize 576bytes
MaximumTCPwindow size | 128paclets
TCPtimeoutgranularity 0.5seconds
Bottlenecklink delay 40ms
Accesdink delay 5ms
Capacityunit 2.5Mbps=542paclets/s
Bottleneckcapacity

Buffer unit 50 paclets
Bottlenecklink buffer

Accesdink capacity

Accesdink buffer paclets
Long connectiorsize paclets
Shortconnectiorsize paclets

roughly computethe size of the network pipe andthe av-
eragesharethata connectiorshouldgetfrom the network.
We usethe two-way propagtiondelayof 100msecondss
an estimateof the round-triptime RTT. Therefore the net-
work pipesize, ,iscomputeds:

Assumethereare concurrentonnectionstheneachcon-
nection shouldbeableto transmitatrate — perRTT.
In this section,we set f and .
we cancompute to be 208 pacletsand = 10.4 pack-
ets/HIT.

Wevarythevalueof and to studyperclassfairness
underdifferentnetwork congestiorconditionsfor bothiso-
lation andsharing. In the isolation case we assumeclass-
basedjueueings emplo/edat the bottlenecKink to essen-
tially createtwo separatgipes: the rst pipe, allocatedto

session®f short TCP o ws, hasonequeuewith
(and hencecapacityof and buffer spaceof ). The
secondipe,allocatedo  session®sflong TCP o ws, has
anotherqueuewith  rangingfrom 1 to 8 (and henceca-
pacity rangingfrom to and correspondingpuffer
spacerangingfrom  to ). Eachqueue(pipe)is also
usedby threeof thesix telnetsessionsln the sharingcase
all sessionsjn additionto the six telnet background
sessionssharea commonqueue(pipe) with combinedca-
pacity rangingfrom to andcorrespondingdpuffer
spaceangingfrom to

4.2.1 LargePipeCase

In theseexperiments,we set , 1.e. 30 sessionof
long ows and 30 sessionf short ows. In this case,
the sizeof the pipe allocatedto short o wsis 104 paclets,
thus eachshort connectioncan roughly transmitat a rate



Fairness Index vs. Pipe Size
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of 104/30=3.5paclets/RI T. Sinceto transmit  paclets,
atleast round-triptimesareneededthe maximumrateat
which a shortconnectiorcantransmitis 2.5 paclets/R T.
Thus,this setupprovidesenougtresources$o shortconnec-
tionsto transmitatthemaximumrate. Figure3(a)shavsthe
fairnessindex for isolatedshort o ws, isolatedlong o ws,
andfor o wsin thesharing(mixed)case Figure3(b) shavs
thegoodputfor eachclassof connections.

In theisolationcase sinceenoughbandwidthis allocated
to shortconnectionghat would allow themto transmitat
maximumrate, shortconnectionglo not suffer ary paclet
loss. Thusthe fairnessindex for shortconnectionss very
closeto 1. Onthe otherhand,long connectionstartto ex-
periencepaclet lossoncethe window sizeof a connection
approacheds fair shareof 3.5 (unless3.5 the max-
imum window size of 128), resultingin unfairnessamong
theselong connections(consistentvith [16]).

In thesharingcase whenshortandlong connectionsare
multiplexed in a commonqueue shortconnectionsxperi-
encepaclet losses. Becausdong connectionsendlarger
windows (paclet bursts), they can grab more bandwidth
thantheir fair share(c.f. Figure 3(b)). Someof the short
connectionarealsoforcedinto timeout(dueto insufcient
numberof duplicateACKs to fastretransmit),resultingin
unfairnessamongshort connectionsas well. Therefore,
with isolation in a well-engineeredclass-basedetwork,
eachclassof o ws canenjoy a morefriendly (fair) trans-
missionernvironmentwithout sacri cing the overall good-
putandutilization of the network.

Recallthatthe sendingwindow of a short TCP connectionpperating

in slow-start phase,doublesevery round-triptime, i.e. takes the values

. Thus,to send10 paclets,in the absenc®f pacletlossesa

TCP connectioncansendl, 2, 4, and nally 3 pacletsover 4 round-trip
timesand nish its transmission.

Goodput vs. Pipe Size
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4.2.2 Small Pipe Case

In this set of experiments,we set , i.e. 60 ses-
sionsof long o ws and 60 sessionf short ows. The
resultsare showvn in Figure 4. In this case,the shareof
eachshortconnectiorbecomedl.75paclets/RI T. This re-
sultsin short connectionsexperiencingpaclet lossesand
timing out. Thusfairnessamongshortconnectionss lower
thanin the previouslarge pipecase.

However, with isolation, long connectionsdo not im-
pedeshortconnectionsresultingin relatively high fairness
(around96%). On the contrary whenshortandlong con-
nectionsare mixed, short connectionssuffer from severe
unfairness( ) whenthe network pipe is small (to-
tal capacityof ). For long connectionsjsolationalso
resultsin improved fairness,yet lesssigni cant than that
for shortconnections.Obsene that isolation provides an
overallgoodputthatis comparabléo thatobtainedby shar
ing. More importantly from Figure 3(b) and Figure 4(b),
we obsenre a (almost)perfectlylinearrelationshipbetween
goodputandtheamountof resourcesillocatedo long con-
nections. This makesit possiblefor a serviceprovider to
reliably predictperformancdor eachclassof connections,
whichis hardto dowhenresourcesrecompletelyshared.

4.3 Effect of Buffer Size

Buffer spaceprovisioningis animportantfactorin TCP's
performance24, 25]. Using the samesetupasin Sec-
tion 4.2, we investicate the effect of buffer spaceon iso-
lationandsharing.We x  at30,i.e. 30 session®f long
o ws and 30 session®f short o ws. Underisolation,we
set for the shortclasspipe and for thelong
classpipe. Thus, in the sharingcase,i.e. a total
capacityof . We control the ratio of the buffer space
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relative to the capacityof the pipe by varying the value of
from to . Figure5 shavstheresults.

In the sharing(mixed) case asthe buffer sizeincreases,
long connectionsare allowed to send bigger windows
(paclet bursts),thusthey grabmore bandwidthfrom short
connectionsandmoreshortconnectionsreforcedto time-
out. As aresult,the overall goodputfor shortconnections
decreasedA sideeffectof thisunfair treatmento shortcon-
nectionsis animprovementin fairnessamongthem! (They
all startto equally seeworseperformancegconsistentwith
[5, 1].) However, evenwith sucha high “fairness'valuefor
shortconnectionsit's very hardto predictthe goodputof
shortconnectionsgontraryto the isolationscenariowhere
goodputis not affectedvery muchby varyingbuffer space.

To summarize,when network resourcesare relatively
scarce—generallwhentheshareof eachconnectionis less
than 10 paclets per round-trip time—isolationprovides a
more fair and more predictve service,as only “similar”
connectiongof the sameclass)competéefor their allocated
resources.

4.4 In The Presenceof Web Background Traf ¢

In this setof experimentswe comparethe threetraf c
managemenschemesgdescribedn Section3.1, distribut-
ing o wsovertwo parallelpaths(cf. Figurel), in thepres-
enceof Web backgroundrafc on the topology shavn in
Figure®.

This modelis similar to the “FLEXBELL” modelused
in [13]. Here,node connectdo the senerspool, while
node connectsto the clients pool. Thereis a diamond
topology betweennodes and , with two separatgaths
betweermodes and . This diamondtopologyrepresents
anadministratve domainwheretheedgenode isresponsi-
blefor detectingandclassifying o ws. This diamondtopol-
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ogy is alsocomprisedf the bottlenecKinks/paths.We as-
sumea Websessiormodel,soaclientfrom the clientspool
setsup a sessionwith a sener. Within eachsessionthe
clientcangraba page, which couldcontainseveralobjects
For eachobject,a TCP connectioris establishedor trans-
mission. All parametersregivenin Table3. The thresh-
olds usedfor size-basedplitting and lifetime-basedsplit-
ting schemesverechosersoasto roughlydivide theoverall
trafc equallyamongthetwo separatgaths.

Both foreground TCP connectionsand the Web back-
ground connectionsare routed accordingto the routing
schememplo/edatnode4. Performanceneasurearecol-
lectedfor the foregroundTCP connectionsandresultsare
shavn in Figure?.

Resultsare also shovn when RED sharedqueuesare
deploed in the routers(with a load-balancedstrateyy at
node4). The two isolation schemesnhamely size-based
andlifetime-basedsplitting, canachieve fairnesscompara-
ble to thatof RED. However, with RED queuesfairnesss
achieved by sacri cing the goodputfor short connections
with smallerpaclet bursts(window sizes).Onthe contrary
with isolation (size-basedplitting), shortconnectionsen-
counterless paclet lossesand achieve both high fairness
andhigh goodput.

Without either RED or isolation, i.e. with tail-drop
sharedqueues(with a load-balancedstrateyy at node 4),
long connectionganreceve amuchhighergoodput.How-
ever, fairnessamonglong connectionds very low (aslow
as20%) comparedo thoseachiezed by usingRED shared
gueuesor isolation (all above 80%). Low fairnessvalues
imply more variability in achiezed goodput,which makes
it very hardto predictthe behaior of connections.In this
sensejsolation provides an importantengineeringool to
serviceproviders to more accuratelypredict performance
andthusprovide reliableguarantee$o users.Furthermore,
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unlike RED sharedqueuesby allocatingenoughresources
to shortinteractive TCP transfers,they can be provided
throughput/delaguaranteef23].

Web Servers

Web Clients

access router doing
classification and splitting

Figure 6. Topologywith Webbackgroundraf c

5 RelatedWork

A numberof studies(e.g.[9, 11]) examinedisolation
andsharingof network resourcesn the contet of Intserv
per o w architectures.We concernedurselhes herewith
Diffserv-like architectureswhere per o w information is
only maintainedat accessouters.In Section2, we formu-
lated discrete-timecontrol modelsalongthe samelines as
in [21]. However, Li andNahrstedin [21] do not address
thebene tsof isolationover sharing particularlyasrelated
to fairnessandstability of TCP o ws.

A numberof studieshave proposedprotocolsthat dif-
ferentiateamong o ws basedon their sizeor lifetime. For
example,Shaikh [29] investicateload-sensitie rout-
ing of only long-lived IP o ws in orderto improve rout-
ing stability andreduceoverhead. However, the effect on

Goodput vs. Buffer Size
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Table 3. Simulation parameter s for Web model

[ Description | Value
Foreground Traf ¢
Numberof long connections
Numberof shortconnections
Long (foreground)connectiorsize paclets
Short(foreground)connectiorsize paclets

Web Background Traf ¢

Numberof sessions

Numberof connectionpersession

Numberof pagegperconnection

Numberof objectsperpage

Interarrival of connections

exponential2.4 seconds

Connectiorsizedistribution

BoundedPareto[4:2
skew parameteof 1.2

I,

Network Parameters

Thresholdfor size-basedplit 75 paclets
Thresholdfor lifetime-basedsplit 32 paclets
Pacletsize bytes
Maximumwindow size paclets
Bottlenecklink capacity( ) 5 Mbps
Bottlenecklink bandwidth delay paclets
Bottleneckink buffer size paclets
RED queuemin_threshold paclets
RED queuemaxthreshold paclets
RED queuemaxdroprate %
Accesdink capacity

Accesdink buffer size paclets
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Figure 7. Performancavith Webbackgroundrafc: (a) Fairnessindex of shortconnections(b) Goodputof shortconnections,
(c) Fairnessndex of long connectionsand(d) Goodputof long connections

o w-controlledsourcegsuchasTCP)hasnotbeenstudied.
Otherstudieshave consideredhe cut-throughswitchingof
long-lived IP o ws (e.g.usinglP/Tag Switching)[35, 14].
Thesestudiesonly considerthe reducedoverheaddue to
switching,but notthe performancesf o ws.

Otherstudieshave attemptedo improve TCPfairnessy
eithermodifying TCP itself or by employing non-tail-drop
buffer managemerdatrouters(e.g.[19, 18,20, 16, 25, 30]).

In particular Morris [25] proposessolutionsthat require
per o w informationat all routers. In this paper we adwo-
catethe useof a (lesscostly) class-basedolution. Bonald

[5] andNandy [26] have shavn thatthe well-
known RED buffer managemenpolicy may have a strong
lossbiasagainstsmoothUDP (e.g.audio) o ws. Seddigh

[12, 28] proposea pacletdroppingmechanisnto im-
prove fairnessamongUDP and TCP o ws. Our focushere
hasbeenon usingisolationto improve predictabilityof the
serviceandfairnesof TCP o ws of differentsize.

Most TCP studiesconsidervery long (or in nite) TCP
connectionsand focus on characterizinghe steady-state

transferthroughput. Only few recentTCP studies[7, 3]
have startedo investigateshort o ws, which comprisemnost
of the currentinternet o ws [35]. However, to our knowl-
edge,the interactionamongshortandlong TCP o ws has
notbeenstudied.

6 Conclusionsand Futur e Work

Using control-theoreticagumentsand extensive simu-
lations,we have shavn that servicepredictabilityandfair-
nesscanbe muchimproved by isolating TCP o ws based
on their size. In this paper we classi ed TCP o ws into
two classes:oneof short o ws andanotherof long o ws.
Eachclassis (logically) allocatedseparateesourcegbuffer
spaceand capacity), for which size-homogeneou ws
compete. Flow classi cation can be doneonly by an ac-
cess(border)router thusthe compleity of implementing
sucha class-basedolutionis low. By appropriatelyal-
locating resourcego eachclass,the mary short (usually



interactve/delay-sensite) o ws cannotonly enjoy better
predictability and fairness but alsofasterservice. This is
in sharpcontrastto traditional sharedsystemsthat do not
differentiateamongTCP o ws with different characteris-
tics, suchas burstinessof arrivals/departureand conges-
tion/sendingvindow dynamics.

Futurework remainson how to dynamicallyallocatere-
sourcego variousclasseshow to determinghebestthresh-
old valuesusedto classify o ws into classesand how to
accountor characteristicetherthan o w size(e.g.various
round-triptimes).
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