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Programming Languages

P1. Ensuring Safety Prop erties of Low-Lev el Soft ware via Applied T yp e System
Presenter: Rui Shi, DengpingZhu
with HongweiXi

We addressthe problem of how to enforcesafety properties in developing system
level programssuch askernel modulesand devicedrivers. Thereby, it is safefor an
operating systemto load and executethe veri�ed code with respect to the safety
policy ensured. We proposea mechanism that allows programmersto document
their intentions usinga recently developedframework (ATS) which combinesproofs
with programs. In certain extent, this combination is readily to expressand capture
more program invariants at compile time thereby facilitates software construction.

P2. Where have all the t yp e parameters gone?
Presenter: Eric Allen (Sun Microsystems),Joe Hallett (Boston University),
Victor Luchangco (Sun Microsystems),SukyoungRyu (Sun Microsystems),
Sam Tobin-Hochstadt (Northeastern University)
with Assaf Kfoury

Parametric types provide greater precision of type checking and reducecode du-
plication. But many formulations require signi�cant verbosity and place severe
limits on expressibletype relationships. In programming languageswith nominal
subtyping, including Ei�el, C#, and the Java Programming Language,it is often
required to explicitly instantiate more type parametersthan is necessaryto infer
a full type instantiation. It is also di�cult to expressuseful type relationships
among instantiations, such as covariance and contravariance, without additional
languageprimitiv es. Conventional type inferenceprovides only a partial solution
to the former problem, and o�ers no help with the latter. We present a mechanism
to generalizetype parameterizationwheretypesare quanti�ed not just by ordinary
type parametersbut also by a sequenceof hidden type variablesthat can be used
to elide redundant instantiations and to expressmore powerful type relationships.
With hidden type variables,a single type can extend in�nitely many other types,
including other instantiations of itself. We show several examplesof generictypes
whoseinstantiations are made more concisewith this mechanism. We show how
this generalizationallows for expressionof many useful type relationships,such as
covarianceand contravariance,directly in the programming language. In fact, we
demonstratethat hidden type variables allow for new forms of variance relation-
shipsbeyond simplecovarianceand contravariance. Weprovide a corecalculusthat
supports hidden type variables,and we prove type soundnessfor this calculus.
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P3. Examples for Specifying Net work Flo ws in TRAFFIC
Presenter: Yarom Gabay, Zhinan Han, Likai Liu
with Assaf Kfoury, Azer Bestavros, Abraham Matta

TRAFFIC is a speci�cation languagefor describingend-to-endnetwork 
o ws, and
we designeda type system that guarantees the safety of 
o w composition. An
application of TRAFFIC is to encode the notion of 
o w safety basedon network
calculus. We present somepreliminary results of such encoding and demonstrate
that our type system correctly identi�es 
o ws that are correctly composed and
otherwise.

P4. To Memory Safety through Pro ofs
Presenter: DengpingZhu
with HongweiXi

Wepresent a typesystemthat cane�ectively facilitate the useof typesin capturing
invariants in stateful programsthat may involve (sophisticated)pointer manipula-
tion. With its root in a recently developed framework Applied Type System(ATS),
the type system imposesa level of abstraction on program states by introducing
a novel notion of recursive stateful views and then relies on a form of linear logic
to reasonabout such views. We considerthe designand then the formalization of
the type systemto constitute the primary contribution of this work. In addition,
we have a prototype implementation of the type system and then give a variety
of examplesthat attests to the practicality of programmingwith recursive stateful
views.
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Net working

N1. A programming and run-time framew ork for sensor net works.
Presenter: Michael Ocean
with Azer Bestavros, Assaf Kfoury

At present, SensorNetwork programmingis by and largea cumbersometask involv-
ing devicespeci�c development toward the goal of constructing a singularly tasked
SensorNetwork. Rather than this typical view of a sensornetwork, we imagine
a network-oriented program development (macro-programming) for multitasking
sensornetwork wherein resourcesare (1) programmedvia an accessiblehigh-level
languageand are (2) shared acrossmultiple simultaneously executing programs
with potentially con
icting goals. We present the snBench; a sensornetwork work-
bench that o�ers programmaticand runtime support to enablemacro-programming
of sensornetworks as well as abstract away deployment and monitoring concerns.
The poster will present an overview of the tasking language,the client runtime
environment and the servicedispatcher, while a demonstrationwill be provided of
the client runtime and the servicedispatcher running live sensorprograms.

N2. Generating Represen tativ e Router Level Topologies From First-principles
Presenter: ChongWang
with John Byers

Understandingthe factorsthat underlie the growth andevolution of internet topolo-
giesis a pressingquestionin networking research. A recent, and increasinglypreva-
lent trend is toward evolutionary modelsthat seekto generaterepresentativ e topolo-
gieswhile explaining the growth of the topologies.The �rst-principles approach is
an explanatory theory that describes the Internet's router-level topology in light
of practical constraints and tradeo�s. Following the �rst-principles approach, and
from observations on maps of router-level topologies,we go further, to develop a
generative processthat aims to produce representativ e topologiesusing an evo-
lutionary model. We formulate the processas an optimization problem, design
hill-climbing heuristicsand validate our results against real router-level topologies.
Our resultsshow that our processgeneratesreasonableresultsunderour costmodel,
but is alsohighly sensitive to changesin costs. Improving upon and validating our
cost model is a central focusof our future work.
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N3. JTP:JA VeLEN (Join t Arc hitecture Vision for Low Energy Net working)
Transp ort Proto col
Presenter: Niky Riga
with Alberto Medina, Jason Redi and Abraham Matta

Minimizing network-wide energy consumption in a mobile ad-hoc network
(MANET) requires all the components of the network to work in concert to ac-
complishtheir role of transferring data bytes betweenendnodeswith both, quality
of serviceand energy-e�ciency considerations,taken into account. In this docu-
ment we describe the designand speci�cation of the JAVeLEN Transport Protocol
(JTP). JTP is the transport-layer component of a low-energynetworking architec-
ture called Joint Architecture Vision for Low Energy Networking (JAVeLEN).
While the optimization of energy consumedat the point-to-p oint level plays a
crucial role in extending the energy life of the network, the ultimate goal of a
networked environment is to allow communications to take place for applications
with real quality of serviceconstraints, and achieving such goal inevitably requires
energy. A key observation in this context is that di�erent applications require
di�erent amounts of energy for their quality of service requirements to be met.
Therefore,the objective of a transport protocol like JTP, centers around providing
transport servicesfor di�erent applications with di�erent reliabilit y requirements
while optimally utilizing energy.

N4. Generating Synthetic Tra�c Matrices
Presenter: Vijay Erramilli
with Mark Crovella and Nina Taft (Intel Research)

A tra�c matrix describes the volume of tra�c demandbetweenevery ingressand
egresspoint in a network. Each element of a tra�c matrix is a time seriesand
the ensemble of demandsis a complex structure of multiple time series,that are
noisy, yet follow somewell-known patterns such asdiurnal cycles,strongshort-term
temporal correlation, low dimensionality, sparsespatial correlation, and soon. The
abilit y to characterize,model and simulate such tra�c demandswould allow both
researchersand operatorsto generaterealistic test scenariosfor a multitude of eval-
uation tasks including assessingnew routing algorithms, load balancing schemes,
capacity planning, tra�c engineeringand more. However capturing the various
complex properties of a tra�c matrix in a concise,parsimoniousmodel is a chal-
lenging endeavour. We present a framework to generatesynthetic tra�c matrices
in this work.
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N5. Distributed Sel�sh Caching
Presenter: Georgios Smaragdakis,NikolaosLaoutaris (Postdoc fellow)
with Azer Bestavros, Abraham Matta and Ioannis Stavrakakis(U. of Athens, GR)

Although cooperation generally increasesthe amount of resourcesavailable to a
community of nodes,thus improving individual and collective performance,it also
allows for the appearanceof potential mistreatment problems through the expo-
sition of one node's resourcesto others. We study such concernsby considering
a group of independent, rational, self-aware nodes that cooperate using on-line
caching algorithms, wherethe exposedresourceis the storageat each node. Moti-
vated by content networking applications { including web caching, CDNs, and P2P
{ this paper extendsour previouswork on the on-line versionof the problem, which
wasconductedundera game-theoreticframework, and limited to object replication.
We identify and investigatetwo causesof mistreatment: (1) cachestate interactions
(due to the cooperative servicing of requests)and (2) the adoption of a common
schemefor cache management policies. Using analytic models,numerical solutions
of thesemodels,aswell assimulation experiments, weshow that on-linecooperation
schemesusing caching are fairly robust to mistreatment causedby state interac-
tions. To appear in a substantial manner, the interaction through the exchangeof
miss-streamshas to be very intense,making it feasiblefor the mistreated nodesto
detect and react to exploitation. This robustnessceasesto exist when nodesfetch
and store objects in responseto remoterequests,i.e., when they operateasLevel-2
caches (or proxies) for other nodes. Regarding mistreatment due to a common
scheme,we show that this can easily take placewhen the \outlier" characteristics
of someof the nodesget overlooked. This �nding underscoresthe importance of
allowing cooperative caching nodes the 
exibilit y of choosing from a diverse set
of schemesto �t the peculiarities of individual nodes. To that end, we outline
an emulation-basedframework for the development of mistreatment-resilient dis-
tributed sel�sh caching schemes.Our framework utilizes a simple control-theoretic
approach to dynamically parameterizethe cache management scheme. We show
performanceevaluation results that quantify the bene�ts from instantiating such a
framework, which could be substantial under skewed demandpro�les.
Pleasevisit our Research web site: http://csr.bu.edu/dsc
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N6. Amorphous vs. Directed Placemen t in Sparse Mobile Sensor Net works
Presenter: Hany Morcos
with Azer Bestavros, Abraham Matta

Due to the unprecedented boom in the manufacturing processof sensors,it is
projected that sensorswill be embeddedin many devicesin the future, including
hand-held devices,cell phones,vehicles,etc. Sensorsare even expected to be em-
beddedin future wearablecomputersto monitor vital activities of the body. This
vision complements the sensingand communication rolesof sensorswith mobilit y.
This enablesnew applications of sensornetworks, where sensorssamplethe �eld
while roaming in it, and keep subsetof the samplesgathered becauseof storage
limitations. We assumesensorshave somelocalization mechanism to attach some
location information to all gatheredsamples. Occasionally, usersof thesedevices
becomeinterested in the value of the sensedphenomenonat somelocation in the
�eld and posesuch questionsto their devicesfor an answer. The objective of such
a distributed system is to maximize the query successratio for all nodes in the
system.
At oneend of the scale,we have Directed Placement, in which nodeshashsamples
to a speci�c node or regionin the �eld and forward the samplesto the hashednode
in the �rst caseor to one or more nodes in the hashedregion in the secondcase.
When getting a query, nodeshashthe query target location using the samehashing
function and then forward the query to the hashednode or regionwherean answer
for such a query is expected to reside.
We arguethat Directed Placement is most adequatewhen the underlying network
is very well connected. When this assumption is not true, coupling some sort
of Amorphous Placement with controlled 
o oding is more cost-e�ective. More
speci�cally, nodesmay chooseto store collectedsamplesin their local cachesand
then usesomemethod of shu�ing to exchangesampleswith neighbors to improve
the local view of each node of the whole �eld. When encountering queries, local
cache is �rst searched for potential answer. If no answer is locally found, the query
may be forwarded to one or more direct neighbors for answers. This technique
leveragesnode mobilit y and caching abilities to avoid multi-hop communication
overhead. It is more robust against lossesinvolved with multi-hop forwarding of
data objects in wirelessnetworks sincedata is only communicated over singlehop.
Weevaluatethe proposedalgorithm usingboth analytical modelsandextensivesim-
ulations and show the conditions that are most adequatefor the operation of each
algorithm. Our study shows that under most operational assumptions,amorphous
placement achievesthe highest query successratio with the lowest communication
overhead.
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N7. Performance Evaluation of TCP Over Cellular Data Net works
Presenter: Karim Mattar
with Ashwin Sridharan (Sprint ATL), Hui Zang (Sprint ATL), Abraham Matta and
Azer Bestavros

With advancesin coding theory and cellular technology, the wirelesschannel need
no longerbe seenasan error-pronechannelwith constant low bandwidth. Instead,
dynamic on-the-
y coding allows the channel to adapt to diversenoiseconditions.
Variable coding rates trade-o� channel capacity for low BER (bit error rate) al-
lowing the channel to operate at lower rates when there is excessive noiseand at
higher rates during good conditions, with almost the sameBER. Current and next
generationcellular networks (e.g. CDMA 20001xRTT and 1xEV-DO) have taken
this a step further by specifying sophisticatedschedulersthat not only incorporate
channelconditions,but alsotake data backlog into considerationwhendetermining
coding rates. Consequently, the channelexperiencedby a sourcehasvariable band-
width and delay, which in turn are partly in
uenced by the data rate of the source.
The dependenceof the channelbehavior on the sourceintroducesa feedback which
to the best of our knowledge has not been studied previously, especially in the
context of TCP transmissions. Speci�cally, TCP usesfeedback from the channel
to modulate its window growth rate and henceits transmissionrate to match the
capacity of the channel. On the other hand, modern day high speedcellular channel
schedulersutilize the backlog in the data bu�er, which is in
uenced by the sources
sendingrate, to determinewhat wirelesstransmissionrates to assign.In this work,
we take the initial steps in characterizing such a system. Our contributions are
as follows: 1) We conducted extensive active experiments in a commercialcellu-
lar network to characterizethe behavior of both TCP, as well as, the RF channel
scheduler. 2) We quanti�ed the correlation between the TCP sourceand the RF
channel schedulerat di�erent time scalesby decomposingthe seriesusing wavelets
and applying the conceptof mutual information. This allows us to understandthe
interaction, aswell as,the variousfactors that a�ect the channelsrate. 3) Basedon
insight from our experiments, we plan to model the combination of TCP and RF
Channelschedulersystemasa closedcontrol systemwith two feedback controllers.
Our analysiswill be aimedat trying to identify the variousparametersthat can be
optimized to improve the stabilit y of the system,as well as, increasethroughput.
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Theory of Computation

T1. A novel graph model for iden tifying drug targets.
Presenter: John Rachlin
with Simon Kasif, CharlesCantor, Shang-huaTeng

Biological processeswithin the cell involve vastly complexnetworks of interaction
amongmillions of biochemicalentities. Elucidation of the underlying architecture of
such networks can provide incite into the way in which cellular processesrespond
to perturbations, chemical signals, or other environmental factors and is thus a
major focus of current-day biomedicaland pharmaceuticalresearch. We present a
novel graph model for representing biological networks. In a \m ulti-node graph,"
individual nodesmay takeon onemoremorestates,and edgesconnectingnodesare
dynamically activated or deactivated as a function of the state of the two incident
nodes. A special caseof multi-node graphs occurs if edgesare disallowed for two
nodes not currently sharing the samestate or context. (Two nodes in the same
context may or may not have an edgebetweenthem.) We call this special caseof
a multi-node graph a \context network" and demonstratehow they can be applied
to the modelling of biological networks. Biological context networks capture the
fact that biochemical interactions are in reality mediatedby speci�c contexts such
as cellular location, tissue type, diseasestate, or structural modi�cations in the
proteins themselves. Such considerationsallow us to identify an interesting classof
proteins whoseinteracting partners tend to vary from onecontext to another. Our
research hasshown that such \promiscuousproteins" aremorelikely to be essential
to the viabilit y of the cell, providing a computational basisfor the selectionof more
speci�c drug targets.

T2. Building Low-Stretc h Spanning Trees
Presenter: Kyle Burke
with ShanghuaTeng

The construction of low-stretch spanningtrees is a new tool usedin solving many
computational problems, including providing preconditioners for some forms of
sparselinear systems. We describe the Star-Decomposition techniques used to
build thesespanningtrees, as well as showcasesomeof the emergingresults from
our tests.
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T3. Comm unication helps to build Quan tum Circuits
Presenter: Debajyoti Bera
with SteveHomer

Recently quantum computing has becamean active areaof research in theoretical
computerscience.Like its classicalcounterpart, there aredi�erent computing mod-
els to investigate the power and shortcomingsof a quantum computation. Some
of the commonlyusedmodelsare the quantum Turing machines,quantum circuits
and quantum communication models. Di�eren t models of computing are usedto
capture di�erent featuresof a quantum computation. Complexity theorists employ
di�erent models to create suitable quantum classes,which help in understanding
how a particular problem canbe solved moree�cien tly usinga quantum computer.
Frequently, results in one model help in understanding results in another model.
This hasbeenvery e�ective in classicalcomputing, wherecommunication complex-
it y lower boundshelped in understandcircuit lower bounds,which in turn helped
in understanding lower bounds for Turing machine basedmodel. Similar e�orts
have beenemployed in understandingquantum complexity classes.We discussthe
interplay of various modelsand show the possibleresults that could be obtained.

T4. Weakening Assumptions for One-W ay Functions
Presenter: David Charlton
with Peter Gacs

All cryptographic protocols rely on unproven assumptionsabout the hardnessof
computation. The most basic such assumptionis the well-known conjectureP !=
NP, but in fact we don't know how to do cryptography without making much
stronger assumptions. In particular, one-way functions { functions that are easy
to compute, but hard to invert { have not been constructed under any weaker
assumptionthan \one-way functions exist." It would be a major breakthrough to
exhibit a one-way function basedon a weaker assumption. We describe the current
state of this problem, including somenew results about what properties such a
function must have.
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T5. Cache-Oblivious Quic ksort
Presenter: Kebin Wang
with Shang-HuaTeng

We introducea cache oblivious data structure, calledk-splitter. Our COQuickSort
achievesO(N=B logM =B N=B) cachecomplexity. The structure is easyto construct.
We show that quicksort could be done with optimal cache performance. We also
demonstratehow to use the k-splitter to achieve O(N=B) logM =B N=B cache per-
formancein point location problem, which is optimal, without violating traditional
computational complexity. We strongly predict that our k-splitter could be usedin
other divide and conquerschemes,like nearestneighbor search, k-d tree search, to
improve their cache performance.
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Cryptograph y

C1. Priv ate Range Queries
Presenter: Scott Russell, NenadDedic
with GeneItkis and Leo Reyzin

The abilit y to easily search public and proprietary databasesvia the Internet has
beentremendouslybene�cial for both businessesand individuals. However, for com-
petitiv e or other reasonssearchers may desirecon�dentialit y of their queriesand
results even from the databaseserver. This is particularly salient given the many
recent casesof private information lossby or theft from large information brokers.
We demonstratea protocol for privately executingsimple rangequeriesof the form
\What values in the table are between 100 and 2800?" against a server-hosted
numerical table. To the best of our knowledge, this is the �rst such range query
protocol with provable privacy guaranteesfor both querierand server. Querier pri-
vacy meansthe server learnsonly the number of valuesreturned but nothing about
the valuesor query itself. Server privacy meansthe querier learnsonly the correct
responseand nothing about any other table values. Our protocol combinesexisting
cryptographic primitiv esfor comparisonand retrieval with the classicbinary search
tree data structure. Consequently, for a databaseof N items, logN roundsof com-
munication are needed,in each round approximately (log N )2 bits are sent, and in
the �nal round approximately S � (log N )2 bits are sent whereS is the number of
valuesin the query result.

C2. HILL entrop y vs. Yao entrop y
Presenter: Chun-Yuan Hsiao
with Leo Reyzin

Entropy is a statistical measureof how much randomnessa distribution has. From
a computationally boundedobserver's point of view, however, a distribution may
seemto have more randomnessthan it actually has{ e.g., if the distribution is the
output of a pseudorandomgenerator. Computational entropy attempts to quantify
this \seeming randomness."The standard de�nition by Hastad et al. says that a
distribution hashigh computational entropy if it is indistinguishablefrom a distri-
bution with statistical entropy. Another de�nition by Yao says that a distribution
has high computational entropy if it cannot be compressed/decompressedby e�-
cient algorithms. Shannon'stheoremsays that the compressionlength is essentially
equal to its statistical entropy. We study the relationship betweenHILL and Yao
entropy; i.e., the computational version(all algorithms are boundedin polynomial
time) of Shannon'stheorem.
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C3. IP ass: A Rule Based Password System
Presenter: Carmine DiMascio
with GeneItkis

Due to growing Internet applications, publicly accessibleprograms,spy-ware, etc.,
more and more program security risks are arising every day. It is possible for
system monitoring software and other software of this nature to be downloaded
and installed on one'scomputerwithout a user'sprior knowledge.Userpassword's,
whetherstoredon the machine or not, areat risk of beingstolenor derived. Identit y
theft and motivesof this sort are one of the many driving forcesbehind password
stealing. The IPasssystem,providessystemsthe opportunit y to protect their users
from such theft. IPassdoesusea password in the typical sense,that being, IPass
does not require a user to remember a speci�c text string that will be used over
and over again. Instead IPassdenotesa password asa tree of rules. In the current
implementation, these rules are based o� of strings (e.g. manipulating quotes,
addition and subtraction of integers). When a user logs in using the IPassscheme,
he will be presented with various visual cues(for examplea quotation) from which
he can determine his password. A user password may never be the sametwice.
Becauseof this, IPass can escape the dangersof password theft by key stroke
monitors or other mechanismsof this nature.
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Op erating and Database Systems

O1. System Supp ort for Application-Lev el Predictable and E�cien t Virtual En-
vironmen ts in COTS Systems
Presenter: Gabriel Parmer
with Richard West

Virtual environments allow for computational tasks to executein a manner con-
strained by the policies of an executive. Common examplesof these executives
are kernelswhich provide an environment that virtualizes the hardware into more
tractable abstractions for application use,and virtual machines wherea software-
provided hardware environment is exposedto guestOSs. It is generally important
that these executives are isolated from the tasks in their environment so as to
prevent malicious or buggy tasks from corrupting the executive, or altering the
executive's policies. Given the possibly frequent interaction betweentasks and the
executive, it is also essential that communication is predictable and e�cien t. Pre-
vious approachesto providing virtual environments in COTS systemseither aren't
predictable and e�cien t, or don't provide proper isolation of tasks, the executive,
and the host kernel.
This work focuseson providing support in a COTS system(Linux on x86processors)
for user-level virtual executionenvironments whereby communication betweentasks
and the executive is predictable both by ensuringexpectedhardware cache (TLB)
behavior and by being independent of scheduling policies in the system. Further,
the executive is fully isolated from the virtual environment's tasks, and the kernel
is protected from both.
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O2. Towards Predictable In terrupt Scheduling and Accoun tabilit y
Presenter: Yuting Zhang
with Richard West

In most operating systems,the handling of interrupts is typically performedwithin
the addressspaceof the kernel. Moreover, interrupt handlers are invoked asyn-
chronously during the executionof arbitrary processes.Unfortunately, this allows
for a process'stime quantum to be consumedby arbitrary interrupt handling. To
avoid signi�cant impact to processexecutionand alsoto respond quickly enoughto
interrupts, interupt servicingis usually split into two parts: a \top" and \b ottom"
half. The top half executesat interrupt time and is meant to be short enough
to complete all necessaryinterrupt processing. In contrast, the bottom half can
be deferred to a more suitable point in time to complete servicing of a prior in-
terrupt. Systemssuch as Linux may defer bottom half handling to a schedulable
thread that may be arbitrarily delayed until there are no other processesto exe-
cute. A better approach would be to schedule bottom halves in accordancewith
the priorities of processesthat are a�ected by their execution. Likewise,bottom
half processingshould be charged to the CPU-time usageof the a�ected process,
or processes,where possible,to ensurefairer and more predictable resourceman-
agement. This presentation describessomeof our approaches,both algorithmically
and in terms of implementation on a Linux system,to combine interrupt scheduling
and accountabilit y.

O3. Inference of Replacemen t Algorithms
Presenter: Georgios Zervas,NikolaosLaoutaris
with Azer Bestavros and George Kol lios

Wewish to utilize the observablemiss-streamof cachesparticipating in a distributed
caching group to infer their respective cache sizesand the replacement algorithm
they employ under the assumptionof a generalizedpower law demand. We develop
techniquesfor accuratelyidentifying the LRU and LFU replacement strategiesboth
whenthe cache sizeis previouslyknown and whenit is not. The proposedinference
methods can be used to improve redirection mechanisms in distributed caching
groupsand to aid in the selectionof a caching strategy for cachesparticipating in
a hierarchically interconnectedgroup.
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O4. Constrain t-based Mining of In teresting Arrangemen ts of Temp oral In terv als
Presenter: Panagiotis Papapetrou
with GeorgeKol lios, Stan Sclaro� and Dimitrios Gunopulos

Extending our earlierwork on temporal pattern mining, wewish to discover frequent
arrangements of temporal intervals with temporal constraints using di�erent inter-
estingnessmeasures.We assumethat the databaseconsistsof sequencesof events,
wherean event occursduring a time-interval. Our goal is to �nd the completesetof
the top k maximal arrangements that occur frequently in the database,satisfy a set
of constraints and maximize a given interestingnessmeasure.There are many ap-
plications wherethesetype of patterns can be useful, including data networks and
biologicalsequences.Sincein practice, most events arenot instantaneousbut occur
over a period of time, and sincedi�erent events may occur concurrently, there are
many practical applicationsthat requiremining such temporal correlationsbetween
intervals. E�cien t methods to �nd frequent arrangements of temporal intervals us-
ing both breadth �rst and depth �rst search techniqueshave beendescribed in our
previouswork. The performanceof the proposedalgorithms is evaluated and com-
pared with other approaches on real datasets (American Sign Languagestreams
and network data), large network data, and large synthetic datasets.

O5. Spatio-temp oral modeling in bioinformatics
Presenter: Ching Chang
with GeorgeKol lios

Databaseresearch is broadenedin recent yearswith the emergenceof highly com-
plex and structured data in bioinformatics. It createschallengeson not only collect-
ing and managingthe data, but alsoalgorithms and techniqueson how to extract
meaningful information. We argue that spatio-temporal databaseresearch could
contribute to this community because1) Mutations are in fact geneexpressions
that evolve overtime. 2) Gene homology can be measuredby similarity scoring
methods so it can be expressedin space. We proposea model to solve multiple
exact pattern matching problemsusing spatio-temporal algorithms and show that
research in spatio-temporal databasefrom the past decadecan be applied in the
�eld of bioinformatics in many ways.
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O6. Dynamic Authen ticated Index Structures for Outsourced Databases
Presenter: Feifei Li
with Marios Hadjieleftheriou (AT&T), George Kol lios, Leonid Reyzin

In outsourced database (ODB) systems the database owner publishes its data
through a number of remote servers, with the goal of enabling clients at the edge
of the network to accessand query the data more e�cien tly. As servers might be
untrusted or can be compromised,query authentication becomesan essential com-
ponent of ODB systems. Existing solutions for this problem concentrate mostly
on static scenariosand are basedon idealistic properties for certain cryptographic
primitiv es, looking at the problem mostly from a theoretical perspective. In this
work, �rst we de�ne a variety of essential and practical costmetrics associated with
ODB systems.Then we analytically evaluate a number of di�erent approaches,in
search for a solution that best leveragesall metrics. Most importantly, we look at
solutionsthat can handledynamic scenarios,whereownersperiodically update the
data residing at the servers. Finally, we discussquery freshness,a new dimension
in data authentication that hasnot beenexploredbefore. A comprehensive exper-
imental evaluation of the proposedand existing approachesis usedto validate the
analytical modelsand verify our claims. Our �ndings exhibit that the proposedso-
lutions improve performancesubstantially over existing approaches,both for static
and dynamic environments.

O7. Characterizing and Exploiting Reference Lo calit y in Data Streams
Presenter: Feifei Li, Ching Chang
with GeorgeKol lios, Azer Bestavros

In this paper we discussa new approach to processqueriesin data stream appli-
cations that takes into account the referencelocality that has been observed in
many real life data streams. We identify two di�erent causesof referencelocality:
popularity over long time scalesand temporal correlationsover shorter time scales.
An elegant mathematical model is shown to preciselyquantify the degreeof those
sourcesof locality. Furthermore, we analyze the impact of locality-awarenesson
achievable performancegains over traditional algorithms on applications such as
MAX-subset join, approximate count estimation and data summarization. Finally,
we experimentally compareseveral existing algorithms against our locality-aware
algorithms over a number of real datasets. The results validate the usefulnessof
our approach.
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Vision and Graphics

V1. Task based temp oral and spatial prediction in an activ e camera net work
Presenter: Murat Erdem
with Stan Sclaro�

Oneof the main advantagesof an active cameranetwork, its largeareaof coverage,
may also lead to some interesting problems. Each active camera can only see
a relatively small portion of the total area it actually covers at any given time.
Furthermore, observations of interest usually have a limited duration. These, in
turn, raisethe question: \Whic h camerato foveatewhereand when?". In this work
we proposea systemthat answers this questionby exploiting the temporal relation
patterns of the observations of interest in betweendi�erent PTZ (Pan-Tilt-Zo om)
cameraviews. Neither individual nor collective calibration is needed.There are no
restrictions on cameralocations. The speci�c task of this systemis facedetection.
More speci�cally, if motion of interest is detectedfrom onePTZ camerathe system
computescandidatecamerasand their associated PTZ parametersto observe a face
in the near future. The systemgains its predictive power by accruing the motion-
faceobservation pairs, their associated cameraparametersand the time delay in a
probabilistic model. The encouragingperformanceof the systemis demonstrated
by a three PTZ cameranetwork in an o�ce environment.

V2. Lo cally Switc hing Bet ween Cost Functions in Non-Rigid Registration with
Application to Acute Respiratory Distress Syndrome
Presenter: Wil liam Mullally
with Margrit Betke

In non-rigid medical image registration problems, anatomic structures can have
complexpropertiesthat make creatinga singlecost function to control the registra-
tion di�cult. We advancea method that locally switchesbetweencost functions at
each iteration of a registration process,thus allowing targeted similarity criteria to
be embeddedin the registration processand preventing costsfrom beingapplied to
structuresfor which they are inappropriate. Weexpandthe approach to speci�cally
include both intensity and feature basedsimilarity criteria. We tested our method
by registeringchest computedtomography (CT) scansof healthy lungs to scansof
the samelungs a�icted with acute respiratory distresssyndrome(ARDS). Accu-
rate registration was achieved using both intensity correlation and correspondence
betweenbronchial branching points. 0n 161landmarks in six pairs of CT scansour
multi-cost approach shows an 18%improvement over competing approaches.
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V3. Detecting Instances of Shape Classes That Exhibit Variable Structure
Presenter: Jingbin Wang, Vassilis Athitsos
with Stan Sclaro�, Margrit Betke

We proposesa method for detecting instancesof shape classesthat exhibit variable
structure. The term \v ariable structure" is used to characterizeshape classesin
which someshape parts can be repeatedan arbitrary number of times, someparts
can be optional, and someparts can have several alternative appearances.Exist-
ing computer vision methods cannot be applied for detecting such shape classesin
cluttered images;current methods, including deformablemodel methods, are only
applicable to shapesof �xed (even if non-rigid) structure, i.e., shapesthat can be
decomposedinto a �xed, a priori known, number of shapeparts. In this paper, Hid-
den State Shape Modelsare introduced,a classof models for shapeswith variable
structure. A detection method is presented for �nding instancesof such shapesin
imageswith large amounts of clutter. Our method �nds the globally optimal set
of correspondencesbetweenthe model and imagefeatures. In our implementation,
the detection algorithm operatesdirectly on edgeimages,and does not needany
high-level hard-to-extract features. Experiments with real imagesdemonstratethat
our method can localizebranchesof leaveswith 79%accuracy, without prior knowl-
edgeof the number of leaves,and our method outperformsthe chamfer distanceon
edge-basedhand localization.

V4. Data Association Techniques for Multi Target Tracking
Presenter: AngshumanBagchi
with Margrit Betke

A statistical data association method for simultaneousvisual tracking of multiple
targets is proposed. The technique does not assumeany prior knowledge about
the number of targets involved and they may appear or disappear anywhere in
the image frame at any time in the sequence. In particular, the many-to-many
mapping of tracks to measurements is formulated as a weighted bipartite match-
ing problem. The Hungarian algorithm is used to obtain an optimal matching.
Asymmetric matches,where the number of tracks and measurements are unequal
are being handled. Cost functions usingEuclideandistanceand intensity measure-
ments are employed. In addition, pruning techniques to reducethe averagetime
complexity below the establishedcubic time bound of the Hungarian algorithm are
being investigated.
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V5. Robust detection of pedestrian activit y at nigh t
Presenter: Vitaly Ablavsky
with Stan Sclaro�

Automatic analysisof outdoor activities from videohasmany practical applications.
In this work the application is night-time parking lot surveillance. The speci�c
tasksare to determinewhich pedestriansentered or exited the sceneon foot, which
were picked up/dropp ed o� by cars, and, for the latter category, to estimate the
most likely pedestrian-to-car associations. While video surveillance has been a
fruitful area of research for the last decade, the majorit y of work has been in
daytime scenariosand tracking of isolatedpedestrians.Although somepast systems
speci�cally target low-light applications and others handle crowded scenes,our
problem's requirements call for a new approach. We view the problem in terms
of four functional blocks: a pedestrian tracker, car tracker, near-vehicle activit y
analyzer, and pedestrian-to-carcorrelator. Both pedestrian and car trackers are
viewed as o�-the-shelf components that perform well in unoccluded regions, but
produceambiguousof erroneousinformation elsewhere.In the vicinit y of vehiclesa
di�erent module helpsaccumulate evidencefor pedestrianactivit y. The pedestrian-
car correlator associates all available evidenceto infer optimal pedestrian-to-car
associations.

V6. Automobile iden ti�cation in nigh t surv eillance videos
Presenter: Ashwin Thangali
with Stan Sclaro�

The proposedsystem should be capableof handling a large number of automo-
biles seenfrom varying viewpoints. A matching basedapproach is proposedwith
spatially localized indexes for fast search. Given a scaledbounding box of the
automobile, indexeson image descriptorsare constructed for patches at di�erent
locations and scale. The search for matches usesthe index in a �lter and re�ne
framework, with the re�nement beingperformedby a same-di�erent classi�er. Fea-
ture detectorslike SIFT arenot suitableheredueto poor repeatabledetectionsand
the complex task of modeling the spatial interaction betweenfeatures. The patch
basedrepresentation implicitly encodes the spatial information but depending on
the car's orientation many patches may not be useful for recognition. A patch
selectoris henceneededto choosethe best set of query patches;this selectoris ob-
tained via learning from training data. Patch descriptorslike HOG that have some
robustnessto changesin orientation, scale,translation and illumination are used.
Cover tree, a recently proposedindexing technique is employed demonstrating an
order of magnitude speedupover brute force KNN search.
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V7. Hand Pose Detection with Image Mask Inference
Presenter: Quan Yuan, Ashwin Thangali
with Stan Sclaro�

Human hands are di�cult to detect due to their wide range of possiblearticu-
lated posesand imageappearance.One approach of detection is to train a set of
window-baseddetectorsfor di�erent hand poses.However, window-baseddetectors
tend to introducesubstantial background clutter due to the ill-�tting betweenthe
bounding box and the nonrigid hand shape. To reducethe amount of background
clutter seepinginto the detection process,this paper adopts a strategy of masking
out irrelevant background features. But hand shapesare not known a priori dur-
ing the detection process,and it is a challengingproblem to estimate a mask that
correctly retains hand featureswhile shutting out background clutter. This paper
describesa novel method to incorporate prior knowledgeabout the hand shape into
a classi�er and extending it to allow parameterizationsfor di�erent hand masks.
This parameterization allows simultaneousdetection and segmentation of a hand
pose.The approach is demonstratedon a set of wide ranging hand poses.Experi-
ments in hand posespotting with cluttered backgroundsindicate that the proposed
method are able to capture within classvariations of hand poseswhile maintain
high detection accuracy.

V8. Gesture Spotting of Fingersp elling in American Sign Language
Presenter: Jared Wickman
with Stan Sclaro�

Some syntactical structures in American Sign Language(ASL), such as proper
nouns, require a signer to spell out the letters of a word rather than usea single
gestureto represent an full word. As a preprocessingstep for more generalASL
gesturerecognition, we proposesegmentation, or gesturespotting, of such �nger-
spelling in order to allow the useof morespecializedclassi�ersfor letters and words.
Fingerspelling is generallycontained to a speci�c region in the neutral spaceof the
signer,acrossall signers,and the motion is usually rapid and localizedaround the
center of the hand. Thus, after color and motion are usedto �nd the most likely
hand candidate in a given frame, an SVM is employed as a binary classi�er to
determinewhether the position and motion of the hand is characteristic of �nger-
spelling. In particular, one goal of this research is simplicity in designsuch that
it may be applied to lower-resolution video in which poseestimation is especially
di�cult due to the likely inaccuracyof edges/curvesand other features.
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V9. Spatiotemp oral Gesture Segmentation
Presenter: Jonathan Alon, Vassilis Athitsos
with Stan Sclaro�

Within the context of hand gesturerecognition, spatiotemporal gesturesegmenta-
tion is the task of determining, in a video sequence,where the gesturing hand is
located, and when the gesturestarts and ends. Most existing gesturerecognition
methods require that spatiotemporal gesturesegmentation be performedas a pre-
processingstep. We introducea method for simultaneously performing spatiotem-
poral gesturesegmentation and recognition. In the proposedmethod information

o ws both bottom-up and top-down. A gesturecan be recognizedeven when the
hand location is highly ambiguousand when information about when the gesture
beginsand endsis unavailable. Thus, the method can be applied to continuousim-
agestreamswheregesturesareperformedin front of moving, cluttered backgrounds.
The proposedmethod consistsof three novel contributions: 1. A spatiotemporal
matching algorithm that can accommodate multiple candidate hand detectionsin
every frame. 2. A pruning method that usesmodel-speci�c classi�ers learnedfrom
training data. 3. A subgesturereasoningprocessthat models the fact that some
gesturemodelscanfalselymatch parts of other longergestures.The performanceof
the approach is evaluatedon two challengingvideodatasets:hand-signeddigits ges-
tured by userswearing short sleeved shirts, in front of a cluttered background, and
American Sign Language(ASL) utterancesgesturedby ASL native signers. The
experiments demonstratethat the proposedmethod is more accurateand e�cien t
than competing approaches.

V10. Using Link Structure to Classify Web Pages and Mo dify Bro wsing
Presenter: Benjamin Waber
with Margrit Betke

We present a highly accuratemethod for classifyingweb pagesbasedon link per-
centage,which is the percentageof text charactersthat areparts of links normalized
by the number of all text characterson a web page. We then usethis classi�cation
to alter interaction with the web pageto make them moreaccessibleto peoplewith
disabilities. Pagesthat are mostly links (index pages)have their links grouped into
logical units using an original clustering mechanism that preserves link structure,
while pagesthat are mostly text (article pages)are scrolledthrough automatically
for the user.
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V11. A Metho d to Extend Functionalit y of of Poin ter Input Devices
Presenter: Oleg Gusyatin
with Margrit Betke

We developed a generalmethod for extending any pointer input device with an
arbitrary set of commands. The proposedinterface can be trained by the user to
recognizecertain cursormovement patterns and interpret them asoperating system
events. Methods for extraction and recognitionof such patterns are generalenough
to work with low-precisionpointing devices,and they can be modi�ed to provide
computer accessfor peoplewith disabilities. The coreof the systemis a trainable
classi�er, in the current implementation an arti�cial neural network. The archi-
tecture of the neural network automatically adjusts accordingto the complexity of
the classi�cation task. The system demonstratedgood accuracyand responsive-
nessduring extensive experiments. Sometests included a severely motion-impaired
individual.

V12. Camera Orien tation Recovery from Multiple Views of a Face
Presenter: John Magee
with Margrit Betke

Multiple camerafacetracking haslargely focusedon pre-calibratedcamerasystems.
This assumption may not hold true in a real world surveillance application. In
addition, active cameraswith pan, tilt, and zoom (PTZ) capabilities may make
knowing the state of camera calibration di�cult over time. Given two views of
a face, the relative orientation of the camerasmay be recovered. In addition,
the multiple face views can give more information to the processof �tting a face
model. The texture of a completefacemay then be recovered given headrotation
or occlusion in one of the views. This poster presents somecurrent research and
plans for future research.

V13. Human Motion Tracking
Presenter: Tai-Peng Tian
with Stan Sclaro�

Human motion tracking has wide applications in surveillance, human computer
interaction, video gamesand many other applications. In the relentless quest to
improve motion tracking robustnessand reconstructionaccuracy, many researchers
have introducedelegant techniquesfrom other �elds such as machine learning and
signal processingto deal with the noisy image sequencesand the complex nature
of human motion. Our current research focuseson improving the modeling of the
human �gure by incorporating prior information from the biomechanics literature.
This posterwill highlight someof our current research and plansfor future research.
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V14. Mono cular Tracking of 3D Human Motion with a Coordinated Mixture of
Factor Analyzers
Presenter: Rui Li, TaipengTian
with Stan Sclaro�

Filtering based algorithms have becomepopular in tracking human body pose.
Such algorithms can su�er the curseof dimensionality due to the high dimension-
ality of the posestate space;therefore,e�orts have beendedicatedto either smart
sampling or reducing the dimensionality of the original posestate space. In this
paper, a novel formulation that employs a dimensionality reducedstate spacefor
multi-h ypothesistracking is proposed.During o�-line training, a mixture of factor
analyzersis learned. Each factor analyzer can be thought of as a \lo cal dimen-
sionality reducer" that locally approximates the posemanifold. Global coordina-
tion between local factor analyzersis achieved by learning a set of linear mixture
functions that enforcesagreement betweenlocal factor analyzers.The formulation
allows easybidirectional mapping between the original body posespaceand the
low-dimensionalspace.During online tracking, the clustersof factor analyzersare
utilized in a multiple hypothesistracking algorithm. Experiments demonstratethat
the proposedalgorithm tracks 3D body posee�cien tly and accurately, even when
self-occlusion,motion blur and large limb movements occur. Quantitativ e compar-
isons show that the formulation producesmore accurate 3D poseestimatesover
time than thosethat can be obtained via a number of previously-proposedparticle
�ltering basedtracking algorithms

V15. Scheduler Simulator
Presenter: Alexandra Stefan
with Stan Sclaro�, Azer Bestavros

In this work we focus on the following scheduling problem. The requestsare com-
posedof a set of request instances.In order to satisfy a request it is enough to
satisfy oneof its composingrequestinstances.The resourcesare stateful, meaning
that, at di�erent times, the sameresourcecan be in di�erent states. Each resource
has a �nite number of possiblestates, known a-priori. To move from one state to
another a resourceincurs a cost. An application of this problemis an active camera
network surveillance system. The camerasare the resourcesand their states are
the camerasat di�erent, prede�ned, Pan-Tilt-Zo om (PTZ) values. A request is
take a picture of this personand the requestsinstancesare snap-shotopportunities
described as tuples that provide all the necessaryinformation: the person,a time
when it can be seen,a camerathat can seeit, a PTZ state for that cameraand a
probability of success.As the problem is NP-complete,we areconsideringheuristic
algorithms for solving it and we usea simulator to comparetheir performances.


