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ABSTRACT

Internet flow sizes are skewed: there are many small sized flows (or “mice”) and a few
extremely large flows (or “elephants”). However, most of the Internet traffic is due to these
elephant flows. Previous job scheduling studies show that with such skewed distribution, a
scheduling policy such as Shortest Job First (SJF), that gives high priority to short jobs,
can significantly reduce the overall average response time with almost no penalty to large
jobs.

The primary contribution of this thesis is the design, modeling, and performance evalu-
ation of a scheduling policy that mimics SJF scheduling by implementing additional func-
tionality at Internet routers. The focus is on scheduling flows controlled by the popular
Transmission Control Protocol (TCP). Since routers do not have advanced knowledge of
flow sizes, the scheme simply monitors incoming packets/bytes and assigns lower priority
to flows that have already sent more than a certain amount of packets.

Two analytical models are developed in this thesis. One uses the Multi-Level (ML) feed-
back queueing model to characterize the threshold-based prioritization scheme, under the
assumption of ideal bandwidth sharing among flows. An approximate analysis of this ML
model is given to derive closed-form solutions to the average response time. The second
model uses a numerical method to analyze a more realistic but less tractable bandwidth
sharing model achieved by TCP. These models serve as stepping-stones for the development
of an adaptive controller for parameterizing the proposed control system. The analytical
and numerical results are validated with packet-level simulations and testbed experiments.
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