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Abstract

A probabilistic,nonlinearsupervisedlearningmodelis proposed:theSpecializedMappingsArchi-

tecture(SMA). TheSMA employs a setof several forwardmappingfunctionsthatareestimatedauto-

matically from trainingdata. Eachspecializedfunction mapscertaindomainsof the input space(e.g.,

imagefeatures)ontotheoutputspace(e.g.,articulatedbodyparameters).TheSMA canmodelambigu-

ous,one-to-many mappingsthatmayyield multiplevalid outputhypotheses.Oncelearned,themapping

functionsgeneratea set of output hypothesesfor a given input via a statisticalinferenceprocedure.

The SMA inferenceprocedureincorporatesan inversemappingor feedbackfunction in evaluatingthe

likelihoodof eachof thehypothesis.Possiblefeedbackfunctionsincludecomputergraphicsrendering

routinesthatcangenerateimagesfor givenhypotheses.TheSMA employsavariantof theExpectation-

Maximizationalgorithmfor simultaneouslearningof thespecializeddomainsalongwith themapping

functions,andapproximatestrategiesfor inference.Theframework is demonstratedin acomputervision

systemthatcanestimatethearticulatedposeparametersof a human's bodyor hands,givensilhouettes

from a singleimage. The accuracy andstability of theSMA arealsotestedusingsyntheticimagesof

humanbodiesandhands,wheregroundtruth is known.

Keywords: Supervisedlearning,statisticalinference,mixture models,ExpectationMaximizationalgo-

rithm, articulatedstructureestimation,humanbodypose,handshape.



1 Intr oduction

A fundamentaltaskfor vision systemsis to infer the stateof the world given someform of visual obser-

vations. From a computationalperspective, this often involves facingan ill-posedproblem: information

is lost via projectionof the three-dimensionalworld into a two-dimensionalimage.As a result,it is often

thecasethatmultiple valid interpretationsof animagearepossible.Solvinganill-posedproblemrequires

additionalinformation,usuallyprovided as a model of the underlyingprocess. In their day to day life,

humansaresurprisinglyadeptat interpretingthevisualworld, despitethe ill-posednatureof theproblem.

For example,humanscaneasilyestimatethearticulatedposeandmotionof peoplein a scene,givenonly

relatively low-resolution,monocularimagesof theworld, e.g.,from a photographor a video. It is believed

that humansemploy extensive prior knowledgeabouthumanbody structureandmotion in this task[22].

Assumingthis, in this paperwe will considerhow a computermight learntheunderlyingknowledge in the

form of aprobabilisticmodel,andtherebyinfer posefrom asingleimage.

Let usconsideranexampleposeinferencetask:givenonly aperson's silhouette,estimatethatperson's

articulatedbody pose. To be concrete,let us de�ne articulatedposein termsof: (a) the 2D locationsof

theperson's joints in the image,or (b) the3D locationsof theperson's joints in Euclideanspace.Imagine

drawing markson the silhouetteimagethat approximatelylabel the joints: left elbow, right elbow, left

knee,right knee,andsoon. Also considera plausible3D poseinterpretationfor this silhouette.While this

inferencetaskseemsrelatively simplefor a humanto perform,the taskis quite challenging,usingeither

representation(a)or (b), for currentcomputervisionsystems.

For purposesof computation,theabove inferencetaskcanbede�ned asfollows: givenanobservation

vectorof cuesx 2 < c thatwereextractedfrom animageof a person,infer thearticulatedposeparameter

vectorh 2 < t . Assumetheseinput andoutputspaces< c and< t arecontinuous.In a genericmachine

learningframework, inferencemightbeachievedvia amappingfunction� : < c ! < t thatfor agiveninput

(cues)computesthecorrectoutput(a singlepose,or moregenerallya poseprobabilitydistribution). While

the apparentsimplicity of this strategy is alluring, it leavesa numberof nettlesomeopenissues:how to

selecttheappropriatefunctionalform for thismapping,how to estimate(learn)this functionfrom data,and

how to performinference.

Thefunctionalform requiredfor this mapping� maynot besimple,becausethemappingfrom cuesto

articulatedposesisgenerallyambiguous(one-to-many). In factnosinglefunctioncanperformthismapping.

An exampleis illustratedin Fig. 1 (R1 andR2). Thearm locationscannotbe uniquelyinferredgiven the

silhouettex; therefore,a–h areall possibleposehypotheses.Notealsothatposec is there�ection of a: the
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Figure1: Exampleambiguityin mappingbodysilhouettecuesin < c to articulatedbodyposesin < t . Givensilhouette
x, posesa–h areall valid hypotheses.In general,entireregionsin < t maycontainvalid poses.

cameralooksat thebackratherthanat thefront of thebody. In practice,theremaybeentireregionsin < t

thatcontainvalid posesassociatedwith thesilhouette,asshown in Fig. 1. Thus,theremight beanin�nite

numberof valid posesfor aparticularinput. Moreover, theregionsof valid posesneednotbeconnected.For

instance,differentregionsin < t maycorrespondto rangesof valid poses,e.g., someviewedfrom thefront

andothersfrom behind. Suchambiguitiesarenot particularto humanbodypose;for instance,analogous

inferenceproblemsexist in estimatinghandposefrom imagefeatures,aswill beseenlater.

Let usnow considertheinverseproblem:givenanarticulatedposevectora, generateits silhouettecues

x. With a goodcomputergraphicsmodelof thehumanbody, onecaneasilyrenderthesilhouettex. Thus,

wecaneasilycomputetheinversemapping� : < t ! < c. Many realworld problemssharethepropertythat

their inverseproblemis simpler, e.g.,speechrecognition.In fact,this propertyis a key partof our problem

de�nition andit will playanimportantrole in developingtheframework presentedin thispaper.

We now have a notionof the input andoutputspaces,the forwardandinverserelationshipsassociated

with them,anda few basicdif�culties thatcanarisein thecontext of ourexampleapplication.Themapping

of inputs (cues)to outputs(poses)is ambiguousand one-to-many; this precludesthe useof supervised

learningmethodsthat �t a singlefunctionto thedata,e.g.,mostneuralnetworks,supportvectormachines,

leastsquaresestimation,boosting,etc. On theotherhand,we have accessto theinversemap� : < t ! < c,

whichwecanexploit in formulatingasolutionto thelearningproblem.

In this paper, we describea probabilistic,nonlinearsupervisedlearningframework: the Specialized

MappingsArchitecture(SMA). The SMA employs a setof M mappingfunctions� k : < c ! < t , where

eachspecializedfunctionmapscertainsub-domainsof theinputspace(cues)ontotheoutputspace(poses).

The sub-domainsof � k neednot be connectedregionsin the input or outputspaces.The SMA mapping

functionsareestimatedautomaticallyfrom trainingdata,via a supervisedlearningprocedure.A variantof
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(a) (b)

Figure2: Inferencein thespecializedmappingsarchitecture.(a) Givenaninput vectorx, themappingfunctions� k

generatea setof hypotheses.(b) The inversemappingfunction � is employed in evaluatingthe likelihoodof each
hypothesis.

theExpectation-Maximizationalgorithmis usedfor simultaneouslearningof thespecializeddomainsalong

with themappingfunctions.OncetheSMA modelis learned,approximationstrategies,basedon sampling,

make theSMA's inferencetractableandfast. Thebasicconceptsof SMA inferenceareillustratedin Fig.

1. For a given input x, the mappingfunctionsgeneratea setof outputhypotheses.The SMA inference

procedurethenexploits aninversemapping� in evaluatingthelikelihoodof eachhypothesis.

An importantadvantageof theSMA is that it canmodelambiguous,one-to-many mappingsthatmay

yield multiple valid output hypotheses.Unlike other learningapproachesthat employ a set of mapping

functions(e.g., [12, 16, 24]), the SMA incorporatesan inversemapping� in probabilisticinference.The

framework is evaluatedin a computervision systemthatcanestimatethearticulatedposeparametersof a

humanbodyor humanhands,givenrealimagesilhouettes.Theaccuracy andstability of theSMA arealso

testedusingsyntheticimagesof humanbodiesandhands,wheregroundtruth is known.

2 RelatedWork

In computervision,recoveryof articulatedbodyposefrom imagesis oftenformulatedasatrackingproblem.

Usually, link-joint modelscomprisedof 2D or 3D geometricprimitivesaredesignedbeforehandto roughly

matchthespeci�c morphologyof thetarget in question[7, 10, 13, 27, 31, 36, 38]. Meshmodelshave also

beenusedasanalternative to link-joint models[15]. At eachframe,thesemodelsare�tted to theimageto

minimizesomecostfunctionthatfavorstheoverlapof themodelandassociatedimageregions(or motion).

Despitetheir descriptive power, this family of approacheshasa numberof critical drawbacks.Generally,

a non-linearoptimizationproblemmustbesolvedat every frame. Carefulmanualplacementof themodel

on the �rst framein a video sequenceis alsorequired.Moreover, trackingin subsequentframestendsto
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be sensitive to errorsin initialization andnumericaldrift; asa result, thesesystemscannotrecover from

trackingerrorsin themiddleof asequence.

To addresstheseweaknesses,specializeddynamicalmodelshave beenproposed[20, 27, 29]. These

methodslearna prior distribution over somespeci�c motionclass,suchaswalking. This prior is usedto

predictandhopefullyimprove theposeestimatesin futureframes.However, this strongprior substantially

limits the generalityof the motionsthat canbe tracked; a prior for a given classof motionsis generally

uselesswhenusedfor trackingobjectsundergoingadifferentclassof motion,e.g.,walkingvs. dancing.

Othermethodsfor constrainedtrackinginclude[4, 5], whereasubspaceof allowablemotionsis learned

from asetof examples.Theseexamplesandthemodel(usuallylinear)arehopedto besuf�cient to spanthe

setof possiblemotionsto beseenduringtracking.Thus,poseinferenceinvolves�nding a linearprojection

of theobserveddataontothemotionsubspace.Thissubspaceapproachenforcesastrongprior; asmentioned

previously, this limits the generalizationof the model to classesof motionsnot seenin the training set.

Furthermore,articulatedmotionis generallynon-linear, andcannotbeeasilyexplainedasalinearprojection.

In our approachwe avoid matchingimagefeatures(e.g.,imageregions,points,or articulatedmodels)

from frameto frame.Therefore,wedonotreferto ourapproachastracking, perse.This is in directcontrast

with thetechniquesmentionedabove. A numberof otherapproachesalsodepartfrom theaforementioned

trackingparadigm.Wesummarizethesenext.

In [18] a statisticalapproachis employed in reconstructingthe 3D motionsof a human�gure. The

approachemploys a Gaussianprobability model for short humanmotion sequences.It is assumedthat

2D trackingof the joint positionsin the imageis given; therefore,this assumptionimplicitly incurs the

restrictionsfoundin all trackingapproaches.

In [39] dynamicprogrammingis usedto calculatethebestglobalmatchingof imagepointsto prede�ned

body joints, givena learnedprobabilitydensityfunctionof thepositionandvelocity of bodyfeatures.Al-

thoughnotexplicitly mentionedby theauthors,theprobabilityfunctionis de�ned by a triangulatedacyclic

graph.Thus,inferenceis feasibledueto therunningintersectionproperty[23, 30]. Still, in this approach,

theimagepointsandmodelinitializationmustbeprovidedby handor throughsomeothermethod.

In [6], themanifoldof humanbodydynamicsis modelledvia a hiddenMarkov modelwith anentropic

prior. Oncethestatesareinferredfrom observations,a quadraticcostfunctionis usedto generatea contin-

uouspathin con�gurationspace,i.e., bodyposespace.

In all of the non-trackingapproachesmentioned[6, 18, 39] modelsof motion were estimatedfrom

data. Although theapproachpresentedin this papercanbe usedto modeldynamics,we arguethat when

generalhumanmotion dynamicsare to be learned,the amountof training data,model complexity, and
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numberof trainingexamples N
trainingset Z = f z1; :::; zN g

trainingexample(input,output)pair zi = (� i ;  i )
input (feature)trainingvector � i 2 < c

output(pose)trainingvector  i 2 < t

feedback(rendering)function � : < t ! < c

numberof mappingfunctions M

k-th input-outputmappingfunction � k : < c ! < t

mappingfunctionparametervector � k

output(pose)hypothesis h = � k (x; � k ); h 2 < t ; x 2 < c

mostlikely outputhypothesis h �

SMA mappingfunctions � = f � 1; : : : ; � M g
discretesetof labelsfor mappingfunctions C = f 1; : : : ; M g

hiddenrandomvariablesassigningmappingfunctionsto trainingsamples y = (y1; : : : ; yN ); yi 2 C
prior probabilitythatmappingfunction� k will beused � k = P(y = k)

prior probabilityonmappingfunctions � = (� 1; : : : ; � M )
SMA parameters(to belearned) � = (� 1; : : : ; � M ; � )

responsibilityof k-th mappingfunctionfor zi ~P(yi = k)

Table1: Somemathematicalsymbolsusedin theSMA formulation.

computationalresourcesrequiredareimpractical.As aconsequence,modelswith unacceptablylargepriors

towardsspeci�c motionsare generated.Although by not modelling the dynamicswe may be ignoring

information that could be usedto further constrainthe inferenceprocess,thereare somebene�ts. For

instance,a modelfor inferring bodyposethatdoesnot considerdynamicsprovidesinvariancewith respect

to speed(i.e., samplingdifferences)anddirectionin which motionsareperformed.This happenssimply

becausethismodeltreatscon�gurationsastemporallyindependentof eachother. Otherapproachesthatuse

a singleimageinclude[3, 14, 25, 28, 40]; however, mostof thesemethodsalsorequirethatprojectedjoint

locationsbegivenasinput. In ourapproachthis is notnecessary.

Ourapproachmapsvisualfeaturesto likelybodycon�gurations.Followingamachinelearningparadigm,

stochasticfunctionsthat mapvisual featuresto poseparametersareapproximatedfrom training data. A

uniqueaspectof our approachis the combineduseof (1) thesemappingfunctionswith (2) the inverse

mappingfunction � . After multiple poseshave beeninferredfrom just thevisualcues,� transformsthese

posecon�gurationsbackto the visual cue(observation) space. In this space,we canthenautomatically

chooseamonga setof reconstructionhypotheses.This is a fully probabilisticinferenceprocess.Our ap-

proachavoidstheneedfor manualinitializationor tracking;it therebyavoidstheconsequentdisadvantages

of tracking.Remarkably, relatively few computationsarerequiredfor inference.Wewill now formalizeand

explain theSMA in detail.
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3 Probabilistic Model

In theSMA, asetof mappingfunctionsis estimatedfrom trainingdata,via asupervisedlearningprocedure.

Let Z = f z1; :::; zN g be an observed training set of input-outputpairs z i = (� i ;  i ). Each� i 2 < c

is an input (feature)vector, andeach i 2 < t is its correspondingoutput (pose)vector. A summaryof

mathematicalsymbolsusedin theSMA formulationis providedin Table1.

We will approachour forward problemas one of hiddenvariabledensityestimation. We begin by

introducingthe unobserved randomvariabley = (y1; : : : ; yN ). In our modelany yi hasas its domain

thediscretesetC = f 1; : : : ; M g of labelsfor thespecializedmappingfunctions,andcanbethoughtof as

the functionnumberusedto mapthe i -th trainingpair, z i . ThusM is thenumberof specializedmapping

functions.Our modelusesparameters� = (� 1; : : : ; � M ; � ), where� k representstheparametersof thek-th

mappingfunction, and� = (� 1; : : : ; � M ), where� k representsP(y = k), the prior probability that the

mappingfunctionwith labelk will beusedto mapaninput-outputpair.

Takingamaximum-likelihoodviewpoint,weareinterestedin �nding theoptimalparametersettingsfor

ourmodel;thus,we seekto maximizethejoint log-probability:

� � = argmax
�

logp(Z j� ): (1)

Assumingindependenceof observationsgiven� , andusingBayes'ruleweobtain:

� � = argmax
�

X

i

logp(zi j� ) (2)

= argmax
�

X

i

log
X

k

p(zi jyi = k; � )P(yi = kj� ) (3)

= argmax
�

X

i

log
X

k

p( i j� i ; yi = k; � )P(yi = kj� )p(� i ); (4)

whereweusedtheindependenceassumptionp(� j� ) = p(� ). Notethatbecausetheinputs,� i donotdepend

on themodelparameterswe canignoretheirdistribution when�nding theoptimalparametersettings.

Dueto thesumof termsinsidethelogarithmof Eq. 4, this optimizationis generallyintractable.How-

ever, avarietyof practicalapproximateoptimizationmethodsexist, for example,methodsthatarebasedon

alternatingminimizations[8]. An ExpectationMaximization(EM) [9, 26] methodis describedin Sec.4.

3.1 Choiceof a Lik elihoodFunction

Notethattheabove formulationis general.In particular, theform of theprobabilityp( i j� i ; yi = k; � ) was

not speci�ed. A key questionin instantiatingthespecializedmappingarchitectureis: whatform shouldbe
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usedfor p( j� ; y; � )? This is theprobabilitythatoutput wasgeneratedby themappingfunctiony, given

theinput � andmodelparameters� . In thiswork weanalyzethefollowing possiblecases:

1. A Gaussianjoint distribution of input-outputvectors:

p(� ;  jy; � ) = N (( � ;  ); � y ; � y); (5)

2. A Gaussiandistribution,whosemeanis theoutputof they-th mappingfunction:

p( j� ; y; � ) = N ( ; � y (� ; � ); � y): (6)

Oneway to interpret(2) is that theerror in estimating , givenwe know whatmappingfunctionto use,is

Gaussiandistributed.Thesearethetwo formstestedin our experiments;however, theSMA formulationis

general,andcanacceptotherformsfor thelikelihoodfunction.

4 Learning

As explainedabove, an approximationmethodmustbe usedin learningthe SMA parameters.We will

employ an ExpectationMaximization(EM) approach.EM providesa generalframework for solving the

maximumlikelihoodparameterestimationproblemin statisticalmodelswith hiddenvariables,like Eq. 4.

SincetheEM algorithmis well known [9, 2, 26], wewill only provide derivationsspeci�c to theSMA.

Note that the unobserved randomvariablesyi are assumedindependent,given zi . Thus, the E-step

reducesto computingtheposteriorprobabilitiesfor eachyi giventhemodelparametersandobserveddata:

~P (t ) (yi = k) = � kp( i j� i ; yi = k; � (t � 1))=
X

j 2C

� j p( i j� i ; yi = j; � (t � 1)): (7)

Stateddifferently, thisstepestimatestheresponsibilityof eachmappingfunction,� k for eachdatapoint,zi .

The M-stepconsistsof �nding � (t+1) = argmax� E ~P ( t ) [logp(Z ; y j� )]. In both of our caseswe can

show thatthis is equivalentto �nding:

� (t+1) = argmax
�

X

i

X

k2C

~P (t ) (yi = k)[log p(zi jyi = k; � ) + logP(yi = kj� )]: (8)

It is importantto mentionthat this is valid if p(zi j� ) dependson yi andnot on yj , for any j 6= i . Note

thatfor thedistributionsdiscussedabove, this is true.Wepresentsolutionsfor thecasesdescribedabove.
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4.1 Case(1)

In this casewehave:

p(� ;  jy; � ) = N (� y ; � y) = N (

"
� �

�  

#

;

"
� � � � �  

� >
�  �   

#

)y : (9)

In this case,we canshow that the SMA parameterlearningproblemis reducedto a mixture of Gaussian

estimation,for which it is straightforward to estimate� usingEM. Moreover, the Bayesianestimateof  

givenanobserved� is alsoGaussian:

p( j� ; y; � ) = N (�  + � >
�  � � 1

� � (� � � � ); �   � � >
�  � � 1

� � � �  )y : (10)

Thereforein case(1), eachspecializedfunction� k is just themeanof theconditionaldistribution

� k(� ; � ) = (�  + � >
�  � � 1

� � (� � � � ))y= k : (11)

Thecon�denceof theestimateis givenby thecovariance� k = (�   � � >
�  � � 1

� � � �  )y= k : However, this

expressiondoesnot dependon the input, a sometimesundesirableconsequenceof thegivenmodel. Thus,

eachfunction� k is linearin theinput vectorfrom < c.

4.2 Case(2)

In this casewehave:

@E
@� k

=
X

i

~P (t ) (yi = k)
@

@� k
logP(yi = kj� ) (12)

@E
@� k

=
X

i

~P (t ) (yi = k)
@

@� k
logp( i jyi = k; � i ; � k ) (13)

@E
@� k

=
X

i

~P (t ) (yi = k)[(
@

@� k
� k(� i ; � k ))> � � 1

k ( i � � k (� i ; � k ))] ; (14)

whereE is thecostfunctionthatwe would like to maximizein Eq.8.

This givesthefollowing updaterulesfor � k and� k , whereLagrangemultiplierswereusedto incorpo-

ratetheconstraintthatthesumof the� k 's is 1:

� (t+1)
k =

1
N

X

i

~P (t ) (yi = k) (15)

� (t+1)
k =

P
i

~P (t ) (yi = k)(  i � � k (� i ; � k ))(  i � � k (� i ; � k ))>

P
i

~P (t ) (yi = k)
(16)

To keepthe formulation general,we have not yet de�ned the form of the specializedfunctions� k .

Whetheror not we can�nd a closedform solutionfor the updateof � k dependson the form of � k . For

exampleif � k is a non-linearfunction,we mayhave to useiterative optimizationto �nd � (t )
k . If � k yieldsa

quadraticform, thena closedform updateexists.
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4.3 StochasticLearning

Theaforementionedoptimizationequationscanbeusedto �nd a localminimumgiventheinitial parameter

values.In orderto improve thisprocess,andavoid someof thelocalminimathatinevitably arise,weusean

annealingscheduleon the ~P (t ) probabilitiesduringtheM-step.In thisway, we rede�ne:

~P (t ) (yi = j )  
elog( ~P ( t ) (yi = j )) =T(t)

P
k2C elog( ~P ( t ) (yi = k)) =T(t)

: (17)

In our experiments,the temperatureparameterT decaysexponentially. This stepnot only helpsin

avoiding local minima,but it alsocreatestwo desirableeffects. It forces ~P (t ) (yi = j ) to bebinary (either

1 or 0) at low temperatures;asa consequenceeachpoint will tendto be mappedby only onespecialized

functionat theendof optimization.Moreover, it makes ~P (t ) (yi = k) (k = 1; 2; :::; M ) befairly uniformat

high temperatures,makingtheoptimizationlessdependenton initialization.

5 Infer ence

Learningyieldsa setof specializedfunctionsthatmapthe input spaceto theoutputspace.As a resultof

thedivideandconquerstrategy employedin learning,eachof thespecializedfunctionsmapsdifferentparts

of the input spacewith different levels of accuracy. The mappingbehavior of eachfunction is described

probabilistically. We cannow formulateinferencein termsof maximuma posteriori(MAP) estimation.In

inference,wewantto �nd themostlikely outputhypothesish 2 < t for agivenobservationx 2 < c:

h � = argmax
h

p(hjx) = argmax
h

X

y

p(hjx; y)P(y): (18)

Any furthertreatmentdependson thepropertiesof theprobabilitydistributionsinvolved.

In bothCases(1) and(2) consideredin previoussections,we canwrite p(hjx; y) = N (h; � y (x); � y).

Thus,in eithercasewehave amixtureof Gaussians:

h � = argmax
h

X

y

N (h; � y(x); � y )P(y): (19)

Eq.19 is theresultof usingstandard(MAP) inferencegivenour learnedmodel.However, we have yet

to make useof theinverse(rendering)function� : < t ! < c in our framework.

5.1 Maximum A Posteriori Estimation Using the InverseMapping Function �

The mixing factorsin Eq. 19, � y = P(y), do not dependon the input x, which is consistentwith our

conditionalindependenceassumptionP(yjx) = P(y) in theforwardmodel.This differsfrom theMixture

10



of Experts(ME) formulation[21, 24], whichdoesnot assumeP(yjx) = P(y); instead,P(yjx) is assumed

to take acertainform, embodiedby asetof gatingnetworks. In [21, 24] thegatingnetworksweremodeled

by a logit linearmodel,learnedfrom data. In theSMA, anentirelydifferentapproachcanbeuseddueto

theavailability of therenderingfunction� , whichwecall theinversefunctionor inversemap.

This inversemap � can be obtainedvia computergraphicsrendering. For instance,in humanpose

estimation,� could renderanarticulated,computergraphicsmodelgivenposeparametersh. If computer

graphicsrenderingis unavailableor tooslow, anapproximateinversemap�̂ maybeobtainedvia supervised

learningover a training setof input-outputpairs,Z . For example, �̂ could employ a multi-layer neural

network, supportvector machine,etc. Note that the inversemappingis assumedto be a function, i.e.,

one-to-oneor many-to-one;thus,functionalformsfor �̂ areacceptable.

Givenan inversemap� , it is possibleto derive anexpressionfor theprobabilityof theobserved input

x, giventheoutputhypothesish. For instance,wecouldemploy theGaussianmodel1:

p(x jh) = N (x; � (h); � � ); (20)

where� � is estimatedfor agivenSMA usingatrainingset.While this is oneexampleof amodelfor p(x jh)

thatincorporatesknowledgeof � , indeedothersarepossible.Oncewehaveamodelfor p(x jh), then�nding

anoptimalh � givenaninput x canbeformulatedasacontinuousoptimizationproblem

h � = argmax
h

p(hjx) (21)

= argmax
h

p(xjh)p(h)
p(x)

(22)

= argmax
h

p(xjh)
RR

p(h; x; y)dxdy
p(x)

(23)

via Bayes'rule,andmarginalizingoverx andy.

Sincex is observed,sayx = x o,
R

p(h; x; y)dx = � (x � xo)p(h; x; y) wecanrewrite Eq.23:

h � = argmax
h

p(xjh)
RR

p(h; yjx)p(x)dxdy
p(x)

(24)

= argmax
h

p(xjh)p(x)
R

p(h; yjx)dy
p(x)

(25)

= argmax
h

p(xjh)
X

y

p(hjx; y)P(y); (26)

whereweassumep(h; x; y) factorizesinto p(hjx; y)p(x)P(y), andP(yjx) = P(y) asbefore.

Unfortunately, �nding themaximumof Eq.26 is generallyinfeasible[35]. In thefollowing sections,we

describeapproximationalgorithmsfor obtaininggoodestimatesof h � .
1Notethat thedistribution p(x jh) doesnot have to beconsistentwith theforwardmodelp(hjx ), i.e., relatedby Bayesrule in

this case.Indeedthekey insightis thatthey representdifferentprobabilisticmodelsthatcanbeusedalternatingly.
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5.2 Non-deterministic Approximate Inference:Multiple Samples(MS)

Let us assumethat we can approximate
P

y p(hjx; y)P(y) by a set of samplesgeneratedaccordingto

p(hjx; y)P(y) anda kernel function K (h; h s), suchthat K (h; hs) � 0 and
R

K (h; hs)dh = 1 for any

givenhs. Givenasetof samplesH Spl = f hsgs=1 :::S , wecanconstructtheapproximation
P

y p(hjx; y)P(y) �

1
S

P S
s=1 K (h; hs). Wenow considertwo simpleformsfor thekernelfunctionK .

If we usea Dirac deltafunctionkernelcenteredat eachsampleK (h; h s) = � (h � hs), thenwe have:

h � � argmaxh p(xjh) 1
S

P S
s=1 � (h � hs). This can be reducedto an equivalent discreteoptimization

problemwherethegoalis to �nd themostlikely samples� :

s� = argmax
s

p(xjhs) = argmin
s

(x � � (hs))> � � (x � � (hs)) ; (27)

by usingtheGaussianform of p(x jh) asgivenin Eq.20.

If insteadwe useGaussiankernelscenteredat eachsampleK (h; h s) = N (h; hs; � Spl ), thenwehave:

h � � argmaxh p(xjh) 1
S

P S
s=1 N (h; hs; � Spl ). Thisapproximationis harderto usein practice.Unlike the

Dirac deltakernelapproximation,theGaussianapproximationcannotbereducedto anequivalentdiscrete

optimizationsincethereis noguaranteethattheoptimalh for this form is amongthesamplesin general.

5.3 Deterministic Approximate Inference:Mean Output (MO)

The structureof inferencein the SMA, as well as the form of p(hjx; y) employed, make it possibleto

constructadeterministicapproximationto Eq.26. Thebasicintuition is straightforward. For a givenx, we

askeachspecializedfunction � k to give its mostlikely estimatefor h � . We thenevaluatethe probability

of eachfunction's estimatevia thedistribution p(x jh). This approximationis goodin practice,aswill be

demonstratedin theexperiments.

To justify this deterministicapproximation,we notethat the probability of the meanis maximal in a

Gaussiandistribution; i.e., it is the most-likely value. Formally, in both Case(1) andCase(2) described

earlier, p(E [hjx; y; � ]) � p(h0jx ; y; � ), for any h0. Consideragainthesetof samplesH Spl = f hsgs=1 :::S

generatedin theMS approximation.Wecanbuild asetof samplesH � = f h �
k gk=1 :::M thathastheproperty:

8y; max
k

p(h �
k jx ; y) � max

s
p(hsjx ; y) (28)

simplyby settingh �
k = � k (x; � ).

This insightleadsto adeterministicapproximationfor inference,theMeanOutputsolution(MO). This

approximatesolutionrelieson theobservationthatby consideringthemeans� s(x), wewouldbeconsider-
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ing themostlikely outputof eachspecializedfunction,giventheinput. Thesmallertheoverlapamongthe

distributionsassociatedwith eachspecializedfunction,thebettertheaccuracy of thisapproximation.

In MO approximateinference,theexpressionto beminimizedis thesameasthatusedin Eq.27,except

for theuseof theM meansinsteadof theS samples:

k� = argmax
k2C

p(xjh �
k ) = argmin

k2C
(x � � (h �

k ))> � � (x � � (h �
k )) : (29)

Thisgenerallyrequiressubstantiallylesscomputationthanwouldberequiredin theMS approach.

5.4 BayesianInference

Note that in someapplications,insteadof a point estimatethe most likely outputh � , it may be desirable

to employ anapproximationto the full posteriordistribution p(hjx). We canshow that for the two kernel

functions,K givenin Sec.5.2we canrespectively obtain

p(hjx) /
1
S

SX

s=1

N (x; � (hs); � � ); (30)

p(hjx) /
1
S

N (x; � (h); � � )
SX

s=1

N (h; hs; � Spl ): (31)

Theseapproximationscanbeusefulin algorithmsthatcarryadistribution over thepossiblestateh. For

example,in the context of dynamicprobabilisticmodels,suchasMarkov models,onewould like to fuse

pastposeestimateswith new observations,i.e., to obtaindistributionsof thep(h t jx t ; h t � 1).

6 ExampleApplication: Articulated Posefr om Visual Features

TheSMA formulationis rathergeneral,andcouldbeappliedin a numberof supervisedlearningproblems

for which the output-to-input(feedback)mapis relatively easyto compute. To demonstrateandtestour

framework, we have developeda systemthat usesthe SMA to infer articulatedposefrom low-level vi-

sual features.In particular, we focussedon poseestimationof the humanhandandbody from an image

silhouette. In this classof computervision applications,groundtruth datasetsfor usein training canbe

obtainedvia motioncaptureglovesor bodysuits,andcomputergraphicsrenderingcanbeusedto generate

theinput-outputpairsusedin supervisedlearning.Wewill now givedetailsof thisdemonstrationsystem.

6.1 3D Hand PoseEstimation

In this application,our goal is to recover detailed3D handposefrom silhouettefeaturescomputedfrom a

singlecolor image.Handposeis de�ned in termsof thehandjoint angles.In general,wearealsointerested
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Figure3: Exampleof the86silhouettesobtainedvia computergraphicsrenderingfor agivena3D handpose.Views
aredistributedapproximatelyuniformly over theview sphere.

in globalorientationof thehand.We exploretwo applications:estimationof theinternaljoint anglesonly,

andlater, estimationof bothinternaljoint anglesandglobalorientationof thehand.

6.1.1 Hand Model

Weutilize thehandmodelprovidedin theVirtualHandprogramminglibrary [41]. Themodelparametersare

22joint angles.For theindex, middle,ring andpinky �nger, thereis ananglefor eachof thedistal,proximal

andmetacarpophalangealjoints. For the thumb,thereis an inner joint angle,anouterjoint angleandtwo

anglesfor the trapeziometacarpaljoint. Therearealso abductionanglesbetweenthe following pairsof

successive �ngers: index/middle,middle/ringandring/pinky. Finally, thereis ananglefor thepalmarch,an

anglemeasuringwrist �e xion andananglemeasuringthewrist bendingtowardsthepinky �nger. However,

becausethe former two wrist anglesalsoencodeglobalorientation,we decidednot to modelthemin our

application.Hence,ignoringthesetwo angles,ourmodelhas20DOF for theinternalhandcon�guration.

All of these20 anglesarerelative to two global orientationangles.Thesetwo angleswill encodethe

cameraviewpoint (or alternatively hand3D rotation).Imaginea spheresurroundingthehandmodel,i.e., a

�x edhandcenterpoint is at thecenterof thesphere.For easeof reference,wewill employ thewidely used

latitudeandlongitudenotions.The �rst angle� 1 representsthe latitudefrom which we arelooking at the

hand,thesecondangle� 2 representsthelongitude.We have de�ned � 1 2 [0; � ], with zeroand� beingthe

polesof thesphereand� 2 2 [0; 2� ). Thus,in summaryour full handmodelhas22DOF.
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6.1.2 3D Hand Motion Datasets

Using a CyberGlove, we collectedapproximately9,000examplesof 3D handposes.This dataincluded

handcon�gurationsfrom AmericanSign Language(ASL) andothercon�gurationsinformally performed

by severalmembersof our researchgroup.Usingcomputergraphicsandanarti�cial handmodel,we then

renderedeachcapturedhandposefrom multiple viewpointson the view sphere. In our implementation,

we de�ned a setof 86 viewpoint anglepairs(� 1; � 2) so that thespheresurfaceis sampledapproximately

uniformly. Thuswe obtaineda full datasetof 9; 000� 86 views. Eachview hasanassociatedbinaryimage

mask(silhouette),anda22 DOFposevector. Fig. 3 shows the86 viewpointsusedin thedataset.

¿Fromthesesilhouettes,we extract thevisual featuresthatwill beusedfor furtherprocessing.In our

implementation,we usedtwo classesof features(thesefeaturesarenot usedtogether):Hu momentsand

Alt moments.Alt moments[1] aretranslationandscaleinvariant,but not rotationinvariant. Hu moments

[19] areinvariantto translationandscaling,but alsoinvariantto rotationin theimageplane.Thesemoment

featureswereusedin our implementationbecausethey are relatively easyto compute,and they provide

invariantsthat areappropriatefor our demonstrationapplication.However, thegeneralSMA formulation

canbeusedwith othervisualfeaturerepresentationsif desired.Detailedexaminationof thefeatureselection

problemis outsidethescopeof this paper, andremainsa topic for futureresearch.

Theaboveprocessyieldsasetof input-output(cue-pose)pairsto beusedin ourexperiments.Wede�ne

two experimentaldatasets:

1. Hand-Single-View: In this dataset,thehandis viewedfrom only oneviewpoint (� 1 = � =2, � 2 = 0),

generallymakingthepalmof thehandvisible. SilhouettefeaturesarecomputedusingAlt moments.

This yieldsapproximately9,000input-outputpairs.

2. Hand-All-Views: In this dataset,the handis viewed from all 86 viewpoints. Silhouettefeaturesare

computedusingHu moments.This yieldsapproximately750,000input-outputpairs.

6.1.3 Hand Detectionand Segmentation

For live videoinput,we will usevideosequencescollectedwith a color digital camera.It will beassumed

that thesesequenceshave a staticbackgroundandonly onepersonis present.In this implementation,we

arenotconsideringhandocclusionanalysis,whichby itself is adif�cult task.Oursystemtracksbothhands

of theuserautomaticallyusingaskincolor tracker [37, 34].
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6.2 2D Human Body PoseEstimation

In this application,our goal is to recover thearticulatedposeof a humanbodyobserved in a singleimage.

Themethodologyfollowed is very similar to thatusedin theestimationof handpose.However, insteadof

joint angles,bodyposewill bespeci�ed in termsof marker positionsat a predeterminedsetof joints. The

SMA will estimatethe2D positionsof thesebodymarkersin theimageplane,givenvisualfeaturesasinput.

6.2.1 Human Body Model

The humanbody model is de�ned in termsof 20 3D marker positions(60 DOF). The 20 markers are

distributedasfollows: threemarkersfor thehead,threemarkersfor thehip/backbonearticulation,plusone

marker for eachshoulder, elbow, wrist, hand,knee,ankle,andfoot. For computergraphicsrendering,the

bodymodelis composedof cylindersof equalwidth. Thecylindersconnectthemarkersto form thestandard

humanbodystructure.Thethoraxis modeledusinga widercylinder. Becauseweareonly interestedin the

shapeof theprojectedmodel,wedo not includetextureor illumination in our rendering.

6.2.2 Human Body PoseDataset

Humanbody motion capturedata was obtainedfrom several sources: http://www.biovision.com,Matt

Brand's dataset[6], andseveral demosequencesin thesoftwarepackageCharacterStudio. In total there

are 32 capturedsequencesthat depict variationsof different activities: dancing,walking, kicking, wav-

ing, throwing, jumping,signaling,crouchingdown. Thetotal numberof framescollectedis approximately

7,000,mostly at 30 frames/second.Using computergraphicsandour arti�cial body model,we thenren-

deredeachframefrom 16 equally-spacedviewpointson theequatorof theview spherecenteredat thehip

of the body model. For eachview, we alsousedthe cameramodel to obtainthe 2D marker positionsin

the imageplane. Thuswe obtaineda full datasetof approximately7; 000� 16 views. Eachview hasan

associatedbinaryimagemask(silhouette),anda 40DOF projectedmarker vector.

¿Fromthe silhouettes,we extract the visual featuresthat will be usedas input to the SMA. For this

application,wehavechosenAlt moments[1] asourvisualfeatures,mainlydueto theireaseof computation

andinvarianceto translationandscaling.

The above processyieldsa setof input-output(cue-pose)pairsto be usedin our experiments.In this

case,thecuesaretheAlt momentsfor a particularview, andtheposeis encodedin termsof theprojected

locationsof thebodymarkersin theimageplane(40DOF).Wecall thisdatasettheBody-All-Viewsdataset.
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6.2.3 Detectionand Segmentation

For live video input, we usesequencescollectedwith a color digital camera.It is assumedthat thesese-

quenceshaveastaticbackground,only onepersonis present,andthepersonis fully-visible. Weuseasimple

andwidely-usedhumanbodysegmentationscheme[17, 42]. Thetechniqueemploys statisticallearningto

acquirea modelof the backgroundappearance,whereeachpixel's color (luminance)is representedby a

Gaussiandistribution. Segmentationis thenapproachedin amaximum-likelihoodfashion,whereeachpixel

is classi�edasbelongingto oneof two classes:thebackgroundor theforeground(humanbody).

6.3 Common Implementation Details

Weknow brie�y discussimplementationdetailscommonto bothapplications.

6.3.1 Mapping Functions

In Sec.3, it wasnot speci�edwhatclassof mappingfunctions� k wereto beused.TheSMA framework is

practicallyindependentof this choice.However, from Eq.14 we cannoticethatthereareclearadvantages

in theM-stepif thesefunctionsaredifferentiablewith respectto theirparameters.In thecaseof quadraticor

linearfunctions,theM-stepcanbeperformedexactly in onestep.However, the�e xibility of thesefunctions

is limited. In our implementationeachmappingfunctionis a multi-layerperceptronwith onehiddenlayer

(MLP). For thenon-linearonehiddenlayerperceptrons,theredoesnot exist a closed-formsolutionfor Eq.

14. In our implementation,we usedfour to � ve iterationsof theconjugategradientmethodperM-step.

6.3.2 FeedbackFunctions

In theprevioussectionswe madereferenceto theinverseor feedbackfunctiondenoted� . Thereareat least

two waysto de�ne this function. On theonehand,� couldbea computergraphicsrenderingfunction. On

theotherhand,we couldestimatean approximate�̂ given a setof output-inputtrainingexamples.In our

implementation,we experimentedwith bothapproaches.For � , we usedcomputergraphicsrenderingsof

ourhandandbodymodelsobtainedvia OpenGL.For �̂ , weusedaonehidden-layerperceptron,with twenty

hiddennodes.In ourexperience,thisprovidesanadequateandef�cient approximation.

Theapproximatefeedbackfunction is usefulprimarily becauseit is fasterto computethana graphical

renderingfollowed by visual featurecomputation. The key issueto keep in mind is that the feedback

mappingis assumedto be simpler (one-to-oneor even many-to-one),otherwisesimple functional forms
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would only introducemore estimationerrors. Of course,this is just a practical issue. If the feedback

mappingis toocomplex to approximateeasily, wecouldalwaysrely on theavailablefeedbackfunction� .

6.3.3 Computational Performance

For an Athlon 1400PCwith 2GB memory, runningunoptimizedMatlab6.0 code,it takesapproximately

� vehoursto trainamodelwith 10dimensions(input)and10dimensions(output),using4500patterns,and

40 singlehiddenlayerperceptronswith � vehiddennodeseach.

Usingthesamesetting,thesystemcaninfer bodyposesat approximately11 framespersecond,using

theMeanOutput(MO) algorithm. SMA relatedcomputationstake approximately70%of this time. This

time includesOpenGL-basedrenderingof bodyposesin � . The restis spentin segmentationandfeature

calculations.TheMultiple Sample(MS) algorithmtakestime proportionalto thenumberof samplesused.

Of course,segmentationandfeaturecomputationfor thesegmentedimageis doneonly once.We noticed

thatfor our implementation,if we usetheapproximatefeedbackfunction, �̂ , therenderingtime is reduced

to approximatelyone-fourth.

6.3.4 Early StoppingDuring Training

Duringmodeltraining,weusedcross-validationfor earlystoppingandto avoid over-�tting asfollows:

� Trainingdata: Stopif thelog-likelihoodchangeslessthan0.5%averagedover thelastteniterations.

� Held out data: Stopif the held out datalog-likelihoodaveragechangeis negative over the last ten

iterations.Heldoutdatawaschosenin thesameway asthetrainingandtestdata.

� Numberof iterations: Stopif amaximumof 200iterationsis reached.

7 Experimental Results

Wenow presentexperimentalresultsobtainedusingtheSMA in estimatingtheposeof thehumanhandand

body. For many additionalexperimentsnot includeddueto spacelimitations,thereaderis referredto [33].

7.1 Hand PoseEstimation Givena Fixed CameraViewpoint

In our �rst experiments,the SMA is testedin the taskof recovering 3D humanhandposegiven a �x ed

cameraviewpoint: a view towardsthe palm of the hand. For training, we usedthe Hand-Single-View
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dataset,whichcontainsa totalof approximately9,000examples.Of these,3,000wereusedfor trainingand

the rest for testing. All experimentswereperformedon a testset that sharedno commonposeswith the

trainingset. The input-outputpairswerethende�ned asfollows. The input consistedof 10 Alt moments

computedfrom thesilhouetteof thehand,asdescribedin Sec.6.1. Theoutputconsistedof 20 joint angles

of a humanhandlinearlyencodedby ninevaluesusingPrincipalComponentAnalysis(PCA).

In this experiment,the numberof specializedfunctionswasset to 20. This numberwasfound to be

optimal in the senseof the Minimum DescriptionLength (MDL) principle [32]; an exhaustive searchis

impractical,sowe �nd thisnumbervia approximatesearch.Eachmappingfunctionwasaonehiddenlayer,

feed-forwardnetwork (multi-layerperceptron)with sevenhiddenneurons.

7.1.1 Quantitati ve Results

To measuretheaccuracy of thehandposereconstruction,werandomlyselectedapproximately4,000frames

not includedin thetrainingset.This testsethastheadvantagethatgroundtruth is available.Usingtheesti-

matedfeedbackfunction�̂ in theMeanOutputapproach(MO), theaverageL 2 errorbetweenreconstruction

andground-truthwas0:1863radians(approximately10o), with variance0:0185. Theseerrorestimatesare

averagedover joint angles.We ran this experimentwith the sametestset,but insteadusedthe computer

graphicsrenderingfeedbackfunction� . Whenusing� , similaraccuracy wasobtained.TheaverageL 2 error

betweenreconstructionandground-truthin this casewas0:241radians,with variance0:0312. In [33], we

explain in detailthereasonsfor this relatively smalldifferencein performance.

Fig. 4 shows examplereconstructionsobtainedvia theMO approach.In many cases,thereconstruction

is closeto thegroundtruth. In othercases,thesilhouetteis highly-ambiguous,andthereconstructiondoes

not matchgroundtruth. A good exampleis shown in imagepair number34 (the last row-pair, fourth

column),wherethecamera's imageplaneis perpendicularwith theaxisof thepinky �nger. Note that the

estimatedhandposedisagreeswith theground-truthin theseveral joint anglesassociatedwith this �nger.

Similareffectswith otherjoint anglescanbeseenin examplepairs8, 26,37,etc.

Ambiguouscon�gurationsareindeedvery commonwith a binary imagerepresentation.Note that in

other ambiguouscasesshown in Fig. 4 reconstructionis closer to groundtruth, e.g., pairs 29, 30, etc.

Possiblereasonsfor thisagreementarediverse:

1. The input is not really ambiguous(probabilisticallyspeaking)in the observation space.The other

possibleoutputs(geometricallyspeaking)associatedwith this input maybe very unlikely given the

trainingset.Thisdependson theunderlyingstructureof thecon�gurationmanifold.Oneof themain
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Figure4: 40 examplesof estimatedhandposeschosenuniformly at random.ReconstructionfoundusingtheMean
Output (MO) approach.The feedbackfunction usedwasestimatedfrom data. Eachexampleconsistsof a pair of
images:ground-truth(top),andestimateobtainedusingthemeanoutputalgorithm(bottom).

goalsof a learningalgorithmis to �nd this structure.Indeedtheseresultsshow thatour algorithmis

�nding thisstructure,sincein mostcases,MO �nds avalid samplefrom themanifold.

2. Few mappingfunctionsweretrainedto mapthis input, thereforethe restof the functionsproduced

irrelevant(bad)outputs.

3. By chance,amongmany verysimilarly probablesolutions,theright onewaschosen.Of course,even

with thehelpof chancein this case,themappingfunctionsneededto provide theright mappingfor

thegiveninput x.

Theaccuracy of theMultiple Samples(MS) inferenceapproachwastestedin similar experimentswith
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approximately4; 000 randomlychosentestexamplesnot includedin the trainingset. Whentheestimated

feedbackfunction �̂ wasused,themeanL 2 errorof themostlikely sampleto theground-truthwas0:2202

radianswith variance0:0228. Themeanerrorandvariancefrom thebest20sampleswas0:308and0:3023

respectively. Whenwe performedthe sameexperiment,but insteadusedthe computergraphicsfeedback

function � , we observed very small quantitative differences.We obtaineda meanerror of 0:2628radians

with variance0:0242for themostlikely sample.Themeanerrorof thebest20 sampleswas0:3128radians

with variance0:3000.

Theseexperimentscon�rmed thatMO inferenceseemsto provide a reasonableapproximation,at least

for this dataset.Recall from Sec.5.3 that MO inferencewas basedon the premisethat the most-likely

reconstructiongivenby eachspecializedfunctionprovidesa goodapproximationto thebestsolutiongiven

by thefull probabilitydistribution.

7.1.2 Experimentswith Real Images

We now testour approachusinguncalibratedvideo sequences,wherethe camerais pointing towardsthe

palmof a person's hand.On average,thehandoccupiedanareaof approximately200� 200pixels. Seg-

mentationwasobtainedasdescribedin Sec.6.1.3.

In the �rst experiment,we usethe MO approachto obtaina singlebestestimatefor eachsegmented

hand.Estimatesfor 40 frames,taken0.9secondsapart,areshown in Fig. 5. Visually we cannoticethat in

mostcasestheestimateis aplausibleexplanationof thesegmentedsilhouette.However, therearealsoafew

inaccuratereconstructions.

In general,it is expectedthattheSMA modelcannotperformwell in all con�gurations(this is truefor

almostany machinelearningmodel)dueto thefollowing reasons:

1. Learningis theresultof optimizinganexpectedor averageerror.

2. Therealhandandsynthetichandmodelfeaturesaresimilarbut not thesame.Anthropometricdiffer-

encescanin�uence inferenceaccuracy.

3. Eventhebestmodelcouldfail in somecon�gurations.Informationtheorytells usthatthis is always

thecaseexceptwhenthe informationin thefeaturesis equalto theentropy of thebodyposecon�g-

urations;in otherwords,whenfeaturestell useverythingneededaboutthecon�guration. Otherwise,

theremightbemultipleexplanationsfor agivenvisualfeaturevector.

In orderto testtheability of thesystemto provide thesemultiple explanations,we testedtheMultiple
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Samples(MS) approach.Fig. 6 shows theestimatesfoundusingMS. Theseestimatescanbeinterpretedas

possiblehypothesesof handcon�gurationsgiventhesilhouettes.

RV

MO

RV

MO

RV

MO

RV

MO

Figure5: 40 examplesof estimatedhandposescapturedevery 0.9secsfrom realvideo(RV). Reconstructionfound
usingtheMeanOutput(MO) approach.Thefeedbackfunctionwascomputedusingcomputergraphicsrendering.

7.2 3D Hand PoseReconstructionGivenan Unrestricted CameraViewpoint

TheSMA is now testedin thetaskof recovering3D humanhandposefrom anunknown cameraviewpoint.

For training,weusedtheHand-All-Viewsdataset,whichcontainsatotalof approximately750,000examples.

Of these,18,000wereusedfor trainingandtherestfor testing.Theinput-outputpairswerethende�ned as

follows. Theinput consistedof sevenHu momentscomputedfrom thesilhouetteof thehand,asdescribed

in Sec.6.1. Theoutputconsistedof 20 internaljoint anglesof thehandandtwo orientationangles.This 22

DOF representationwaslinearlyencodedby ninevaluesusingPCA.

Thenumberof specializedfunctionswassetto 45. Thisnumberwasdeterminedvia theMDL criterion,

22



RV MO S1 S2 S3 S4 S12

Figure6: ExampleestimatedhandposesobtainedusingtheMultiple Sample(MS) approachusingrealvideo(RV).
Thefeedbackfunctionwasestimatedfrom data.

asbefore.Eachspecializedfunctionwasaonehiddenlayer, feed-forwardnetwork with sevenhiddennodes.

7.2.1 Quantitati ve Results

WecomputedtheL 2 errorin estimatinghandpose,andquantitatively comparedthismeasureacrossviews.

Fig. 7 shows the error of the most likely estimatefound using the MO approach. From the graphswe

seethat views towardsthe palm of the hand(90� ) areslightly easierto reconstructon average,while the
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Figure7: MeanOutput(MO) inferenceperformancefor unrestrictedview testsatgivenviewpointlatitudes(averaging
over longitude).Thefeedbackfunctionis (a) theestimated̂� (b) thecomputergraphicsrendering� . A frontalview of
thehandpalmis at latitude� 1 = � =2 , longitude� 2 = 0.

varianceseemssimilar acrossviews. As expected,the averageerror is higher than that obtainedfor the

�x ed view handposereconstructionexperiments.The differencesin performanceobtainedfrom using�

or �̂ arerelatively small. However, it seemsthat for unrestrictedhandviews it is advantageousto usethe

computergraphicsfeedbackfunction � . This is probablybecauseestimatingthis inversemapping�̂ over

unrestrictedviewpoint is morecomplicatedthanfor only frontal handviews (andthemappingis likely to

bemorecomplex also).

Fig. 8 shows the resultsusing the MS approach. Fig. 8(a) shows the error associatedwith the best

sample. This error behaves very similarly to the MO error. Fig. 8(b) shows the averageerror computed

usingthebest20 samples.This erroris higherthanthatof thebestsample.Notethatthis is not anobvious

resultgiven that the bestsampleis determinedwithout having knowledgeof ground-truth. In fact, if the

averageerrorof thebest20 sampleswerelower thanthatof thebestsample,thenwe could infer thatour

algorithmis very inaccurateatdeterminingwhatsamplesarebetter. Thusthis resultpositively endorsesour

MS algorithm.

For comparison,weusedtheground-truthto selectthebestsample,basedonminimumRMSE.In other

words,wehaveanoraclethatpicksthesampleclosestto theground-truth.Theresultingperformancegraph

is shown in Fig. 8(c). This representsthelower-boundon thereconstructionerrorusingthelearnedforward

model. The graphis interestingin the sensethat it separatesthe errorsfrom the forward and feedback

models.Thefeedbackmodelproducesa RMSE< 0:35 acrossviews. This is roughlyhalf thetotal RMSE

errorproducedby theSMA overall.
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Figure8: Multiple Samples(MS) inferencefor unrestrictedview testsat givenviewpoint latitudes(averagingover
longitude).Feedbackfunctionsis theestimated̂� . A frontal view to thehandpalmis at latitude� 1 = � =2 , longitude
� 2 = 0. (a) Most probablesample.(b) Averageover all samples(20 mostprobablesamplestaken). (c) Bestsample
(determinedusingground-truthinformationfor comparison).

7.2.2 Experimentswith Real Images

As before,we testour approachusingvideocollectedfrom a singleuncalibratedcamera.However, in this

case,theperson's handcanappearatany orientation.

Poseestimatesfrom 40 frames(takenevery 0.9secsapart)obtainedvia theMO approachareshown in

Fig. 9. Note that thereareincorrectly-segmentedhandsin this sequence.We decidedto leave thesein to

avoid framerearrangements(losingtheuniformframesampling),to show thatsegmentationdoesnotalways

work correctly, andto show that this approachis inherentlyrobust to extremesegmentationerrors. In this

experiment,therewasusuallyvisualagreementbetweenreconstructionandestimateasseenin the �gure.

Note that even for a humanobserver, looking at the segmentedsilhouettesin the �gure, reconstructionis

sometimesambiguous.Therearealsosomecon�gurationsfor which thesystemdid notperformcorrectly.

Fig.10showstheestimatesobtainedvia theMS approach.Theframesshown weretakenapproximately

every 0.9seconds.In thesecondrow, we canseesomelimitationsof theHu momentfeaturespace:some-

times,differenthandorientationsareverysimilarin thefeaturespace.Theseapparentlydifferenthypotheses

mayactuallybecloseto eachotherin termsof their probability, giventhefeatures.Thesameeffect repeats

clearlyin thethird andsixth row. This problemmightbealleviatedby usinga differentinput featurespace.

At anextremeonemightconsiderthefull silhouetteasa feature.Of coursethereareimportanttrade-offs to

take into accountwhenconsideringdifferentfeatures;e.g.,invariants,anddimensionality.

7.3 2D Human Body PoseReconstruction

TheSMA isnext testedin thetaskof estimatinghumanbodypose.Thegoalis toestimatethe2D locationsof

bodymarkersin theimage,givenvisualfeaturescomputedfrom theperson's silhouette.In thisexperiment,

weusetheBody-All-Viewsdataset,whichcontainsa totalof of over100,000samples.Of these,8,000were
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Figure9: 40 examplesof estimatedhandposescapturedevery 0.9secsfrom realvideo(RV). Reconstructionfound
usingtheMeanOutput(MO) approach.Thefeedbackfunctionwascomputedusingcomputergraphicsrendering.

usedfor trainingandtherestfor testing.Theinput-outputpairswerede�nedasfollows. Theinputconsisted

of the10 Alt momentscomputedfrom thesilhouette.Theoutputconsistedof 20 2D marker positions(40

DOF),whichwerethenlinearlyencodedby ninevaluesusingPCA.

Thenumberof specializedfunctionswassetto 15. Thisnumberwasdeterminedvia theMDL criterion,

asbefore.Eachspecializedfunctionis aonehiddenlayer, feed-forwardnetwork with sevenhiddennodes.

7.3.1 Quantitati ve Results

Fig. 11 shows the reconstructionobtainedwith the MO approachfor framestaken from threesynthetic

sequencesexcludedfrom thetrainingset.Theagreementbetweenreconstructionandobservationis easyto

perceive for all frames.Also, for self-occludingcon�gurations,theestimateis still similar to ground-truth.

Fig. 12 shows theaveragemarker errorandvarianceperbodyorientationin percentageof bodyheight.
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Figure10: ExampleestimatedhandposesobtainedusingtheMultiple Sample(MS) approachandrealvideo(RV).
Thefeedbackfunctionwascomputedusingcomputergraphicsrendering.

Notethattheerroris biggerfor orientationscloserto 0 and� radians.This intuitively agreeswith thenotion

that at thoseangles(side-views), thereis lessvisibility of the body parts. We considerthis performance

promising,giventhecomplexity of thetaskandthesimplicityof theapproach.By choosingposesatrandom
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Figure11: Examplereconstructionof framesfrom testsequenceswith computergraphics-generatedsilhouettes.
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Figure12: Marker root-mean-square-errorandvarianceper cameraviewpoint (every 2� =32 rads.). Units areper-
centageof bodyheight.Approx. 110,000testposeswereused.

from thoseexcludedfrom thetrainingset,theRMSEwas10.35%of bodyheight(with 20%variance).In

relatedwork, quantitative performancehasusuallybeenignored,in partdueto thelackof ground-truthand

standardevaluationdatasets.

7.3.2 Experimentswith Real Images

Wenow testtheapproachusingrealvideosequencesof humanbodymotion.Weusethebasicsegmentation

approachdescribedin Sec.6.2.3to obtainsilhouettes.

Fig. 13 shows examplesof systemperformanceobtainedvia the MO approachfor several relatively

complex motion sequences.Even thoughthe characteristicsof the segmentedbody differ from the ones

usedfor training,goodperformanceis still achieved.Most reconstructionsarevisuallycloseto whatcanbe

28



thoughtof astheright posereconstruction.Bodyorientationis alsogenerallyaccurate.

Fig. 14shows thetop-rankedposesamplesobtainedvia theMS approach.Notethatdespitelow-quality

segmentation,the systemoutputsreasonablyaccurateposehypotheses.Orientationis accurateand the

relative limb relationshipsaremaintained.However, wecanobserve thatsomeposesareinherentlydif�cult

and the estimatelacks enoughposedetail to be perceived as a good estimate. For example, the eighth

row shows a sideview of a personraisingonearmwhile keepingtheotherarmat rest. TheresultingMS

estimatesall show a side-view, however nonehasthecorrectarmcon�guration. This couldbe dueto the

lackof relevanttrainingdata,or dueto differencesbetweentherenderedmodelandtherealbodyobserved.

In this work, we did not pursueuseof a more realistichumanbody renderer. This could affect the

performancewith realdatasince,asin mostlearningmethods,it is critical that thetrainingdatabea good

approximationto thedatathealgorithmwill betestedwith. Dueto differencesin shapeandwidth of body

componentsobservedin trainingversustesting,thevisualfeaturesmaydiffer. Improving thematchbetween

visualfeaturesusedin trainingandtestingis anareathatweplanto investigatein futureresearch.In theory

thiscouldallow usto adaptouralgorithmto differentbodyor handanthropometriccharacteristics.
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Figure13: Reconstructionobtainedfrom observinga humansubject(every10thframe).

8 Conclusions

In this paper, we have describeda novel supervisedlearningframework: theSpecializedMappingsArchi-

tecture(SMA). The SMA employs a setof several mappingfunctionsthatarelearnedfrom trainingdata.

Eachspecializedfunctionmapscertaindomainsof theinput spaceontotheoutputspace.TheSMA learn-

ing formulationusesideasfrom MaximumLikelihoodestimationandlatentvariablemodels.A variantof

theExpectation-Maximizationalgorithmis usedfor simultaneouslearningof thespecializeddomainsalong
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Figure14: Estimatedbodyposesfrom realsequencesobtainedvia MS inference.

with themappingfunctions.Onekey advantageof theSMA is that it canmodelambiguous,one-to-many

mappingsthatmayyield multiplevalid outputhypotheses.

Anotherkey advantageof theSMA formulationis its incorporationof a feedbackor inversefunction,

� in statisticalinference.Useof � affordsan alternative to thegatingnetworks of theMixture of Experts

paradigm[24] in thatit allows for simplerforwardmodels(alsosee[16, 12] for othermodels).Theforward
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modelin theSMA assumesthat themixing factorsareindependentof theinput, asseenin Sec.3. At �rst

sight,thisseemsto limit thearchitecture's expressiveness.However, theSMA'scombinationof forwardand

inversemodelseliminatesthis independenceassumption,asseenin Sec.5.1. In otherwords,� providesan

alternative that avoids increasingthe forward modelcomplexity without restrictingmodelexpressiveness.

Note that in theSMA formulation,differentsetsof appropriateconditionalindependenceassumptionsare

speci�edby theforwardandinversemodels.In applicationssuchasthosepresentedin thispaper, � canbea

computergraphicsrenderingfunctionor anapproximation�̂ canitself belearnedfrom trainingdata.Thus,

theSMA exploitsavailableprior informationaboutthestructureof theproblem.

The SMA framework wasdemonstratedin a computervision systemthat canestimatethe articulated

poseparametersof a humanbody or humanhands,given featurescomputedfrom an imagesilhouette.

Articulatedposereconstructionfrom asingleimageis aparticularlydif�cult problembecausethismapping

is highly-ambiguousandcomplex. We have obtainedpromisingresultseven usinga very simplesetof

imagefeatures,suchasmomentinvariantsof thehandor body's imagesilhouette.Choosingthebestsubset

of imagefeaturesfor thisapplicationis by itself acomplex problem,anda topicof ongoingresearch.

TheSMA offersseveraladvantagesover many previousmethodsfor articulatedposeestimation.Many

previousapproacheshave tried in numerouswaysto usecamerageometryand/ormodelregistrationto per-

form poseestimation,resultingin iterativeproceduresthatrequirecarefulchoiceof initial conditions(model

placement).In theSMA approachno iterative minimizationmethodsareusedin poseinference.Moreover,

SMA inferenceis fully automatic– nomanualinitializationof thearticulatedmodelis required.Anotherset

of previousapproachesattemptto learnarticulatedmodeldynamics[6, 18, 39]; however, learningdynam-

ics requiressubstantiallymoretrainingdata,andtendsto producesystemsthatarebiasedtowardsspeci�c

motions.TheSMA framework avoidsthisandlearns/estimatesposefrom asingleimageonly.

It is alsoimportantto notethat the SMA is a generalnonlinearsupervisedlearningalgorithm. Thus,

applicationsof theSMA neednot be limited to thevision domain.As a simpleexample,onecouldapply

theSMA approachin speechrecognitionproblems,wheretheinputspaceis givenby featurescomputedon

acousticsignals(e.g., cepstralcoef�cients), andtheoutputspacecouldbe thespaceof phonemes.In this

case,thefeedbackfunctionwould involve anacousticalrenderingof phonemes.

Several interestingproblemsremainfor futurework. Within thecontext of articulatedposeestimation,

one topic for future investigationis how to adaptthe systemto a speci�c body morphology. Integration

of SMA poseestimationwith imagesegmentationfor a fully-integrateddetectionandposereconstruction

formulationis alsoneeded,andmayenablegreaterrobustnessto occlusionandnoise.Moregenerally, meth-

odsfor incorporatingknowledgeof dynamicsin theSMA framework shouldbeinvestigated,asdiscussedin

31



[33]. Anothergeneralproblemis how to learnwhatthebest(e.g., visual)featuresarefor speci�c problems

or datasets.While promisingadvanceshave beenmadein boostingof features[11], extensionof theSMA

framework to incorporatesuchconceptsremainsa topic for futureinvestigation.
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